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Estimating passenger flow and occupancy on public transport buses usually involves

dedicated hardware or conducting surveys, both of which can be expensive and time

consuming. Bus occupancy data is useful for a variety of reasons. Bus operators can

reduce running costs and environmental impact by understanding how to optimise the

way they use their fleet. Passengers feel more comfortable and are more likely to use

public transport when it is not congested.

Recent research has addressed various methods of collecting bus occupancy data.

Much of this research has focused on hardware that needs to be installed on board the bus

such as cameras and Wi-Fi Scanners. Crowdsensing applications have proved successful

in other smart city projects including public transport applications such as estimating

bus arrival time.
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In this project we propose a novel solution to estimate passenger occupancy and flow

on board buses. A mobile crowdsensing application capable of detecting other mobile

devices through Bluetooth and Wi-Fi was created. Using a binary classification model

we found that it is possible to differentiate if a bus is full or not based on the number of

Wi-Fi users.
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Chapter 1

Introduction

In this chapter we will introduce the project and discuss the motivation behind it as

well as our objectives and expected results. Finally we will outline the structure of this

document.

1.1 Background

The ability to calculate passenger flow and occupancy on board a bus in real time has

many benefits for both the passengers and the operators providing the bus service. Buses

provide a sustainable alternative to ease traffic congestion in cities, however to encourage

people to use buses the provision of real time information such as expected arrival time

and bus occupancy is important. The same real time data used to assure passengers that

the service is running normally can be used by the bus operators for future planning,

scheduling services and timetables, and reducing costs and environmental impact.

Much of the recent research into estimating passenger flow on board buses has involved

using cameras [41] [15] or pressure sensors [43] to detect passengers entering or exiting

the bus. While these methods have a high accuracy rate they have a number of problems

that make them difficult to implement. Not only is the cost of installing hardware across

a fleet of buses high but the on going maintenance and upgrading of these systems can
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be expensive.

In 2009 Dublin bus Implemented their RTPI (Real Time Passenger Information) sys-

tem. This system provides real time bus location and schedule information to Dublin Bus

and its passengers. The cost of installing the hardware on the buses was 5.4 million euro

and an additional 3 million needed to be spent to install infrastructure to display this

information at bus stops [10]. Despite this cost Dublin Bus still treated the implementa-

tion of RTPI as a high priority demonstrating the the value of real time information to

themselves and their passengers.

In 2013 there were over 112 million journeys taken on the Dublin Bus fleet of over 900

buses [3]. It is clear that when operating a bus fleet on this scale that there would be

significant savings to be made by having access to this type of real time data without the

need to install additional hardware on each bus.

Advancements in mobile phone technology such as the number of sensors available in a

typical smart phone make crowdsensing applications a realistic solution. In the case of real

time information for public transport the participants are likely to engage in participatory

sensing because the real time information it produces is useful to them.

The demand for real time information and advancement in mobile phone technology

creates an exciting gap in the state of the art that crowdsensing applications can fill.

1.2 Motivation

This project is motivated by the benefits that can be gained by providing real time

passenger information to public transport users and operators as well as the opportunity

to contribute to the state of the art in crowd sensing for confined spaces such as a bus.

In order for participatory sensing applications to be useful both the data producers

and consumers must benefit in some way from the data produced or else there would be

no motivation to continue using the application. This project presents a real opportunity

to use participatory sensing to its full potential as both data producers and consumers
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can potentially benefit from participating which represents the perfect scenario for crowd-

sensing.

1.3 Hypothesis

The aim of this study is to investigate if a relationship exists between the number of

discoverable Bluetooth devices on board a bus, the number of passengers connected to

the buses Wi-Fi and the actual number of passengers on board a bus.

We propose that a relationship can be established between Wi-Fi users or discoverable

Bluetooth devices and the actual number of passengers on board a bus. This relationship

will allow us to infer the current occupancy of the bus where the data is collected.

1.4 Research Approach

1. Review current solutions to estimating passenger occupancy and flow on board buses

and determine if these solutions are viable and if they could be implemented in a

crowd sensing application.

2. Based on information learned during the review design a suitable crowdsensing

application that is capable of collecting ground truth values from participants which

can be used as benchmark values during evaluation.

3. Collect data by having a team of volunteer participants use the crowdsensing ap-

plication during their daily commute. Participants will provide ground truth data

along with the data that the application will produce.

4. Test the hypothesis by determining if a relationship between the ground truth values

and the data collected by the application can be made.

5. Evaluate the effectiveness of the application based on the test results and investigate

where the application could be improved.
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1.5 Document Structure

Chapter 2 introduces the state of the art in participatory and opportunistic crowdsensing

applications. In Chapter 3 we describe the design for our crowdsensing application and

the RESTful web service. Chapter 4 will examine the implementation of our application.

We will evaluate the data collected by our application to test our hypothesis in Chapter

5. Finally we give an overview of the project and our contribution in Chapter 6.
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Chapter 2

State of the Art

In Chapter One we introduced the research objectives, motivations and the approach to

conducting this research. In this chapter we examine the background for the research and

review the state of the art in participatory and opportunistic sensing as well as peer to

peer networking for mobile devices.

2.1 Participatory Sensing

Participatory Sensing involves the collection of sensor data from sensor nodes or partic-

ipants in a wireless sensor network type of environment. In recent times smart phones

have become popular devices to use as they have many sensors and are highly mobile and

relatively inexpensive. Large numbers of smart phones can be tasked to create sensor

networks where members of the public can participate in collecting and distributing data.

Such applications have a wide range of uses such as in healthcare and urban planning, for

example smart cities projects. [4]

Smart phones are suitable devices for participatory sensing for a number of reasons.

Most modern smart phones have many sensors built in, to name a few: accelerometer,

gyroscope, microphone, camera, GPS, Bluetooth, Wi-Fi, and light sensors. The com-

bination of sensors and widespread use of these devices as well as simple programming
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interfaces such as the Android SDK make smart phones great participatory sensor nodes

[24]. The use of smart phones in participatory sensing is much more economically feasible

also as existing devices and communications networks and infrastructure are used [20].

Participatory sensing applications can be categorised as either people centric or en-

vironmental centric [25]. People centric applications are used to gather data about indi-

viduals, detecting patterns of activity, which can be used to help that individual improve

some aspect of their life. There are many examples of people centric applications across

a variety of domains including health care, lifestyle, and sleep monitoring to name a few.

Environment centric participatory sensing applications are used to collect data about the

environments that the participants are in for example air or noise pollution data can be

collected in this manner.

2.1.1 Opportunistic Sensing

Opportunistic sensing is a complementary method of collecting data to participatory

sensing. With opportunistic sensing the participant or subject does not have to actively

participate in the data collection, they may not even be aware of the active applications.

Opportunistic sensing occurs when the individuals smart phone meets certain criteria, for

example location or environmental noise thresholds [23].

As with participatory sensing there are a number of concerns regarding privacy and

resource usage of the sensors but the concerns are heightened as an opportunistic sensing

application is designed to run without the user being aware of it running. Additional

care must be taken not to leak users private data or hog resources that would affect the

performance of the mobile device, for example heavy usage of some sensors such as GPS

can have a negative effect of the battery life of the device [31]
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2.1.2 Crowdsensing

Crowdsensing was defined in [28] as:

individuals with sensing and computing devices collectively share data and

extract information to measure and map phenomena of common interest.

Both participatory and opportunistic sensing are methods of collecting and distribut-

ing data in a Crowdsensing architecture. As the name suggests crowdsensing involves

using a crowd of people who possess smart phones to gather and share data rather than

sensor nodes as in a wireless sensor network for instance. Crowdsensing has evolved very

fast as mobile phones become more powerful and packed with more sensors. In the follow-

ing related work section we will review the state of the art in crowdsensing applications

and investigate how this related work is of interest to my research.

2.1.3 Summary

We have introduced Participatory Sensing, Opportunistic Sensing, and Crowdsensing

which are all active areas of study and central to this research project. There are a

number of concerns and limitations to these approaches that must be considered during

implementation of these methods. The authors of [23] note that participatory sensing

applications are limited in their usefulness and sometimes scalability because they require

a critical mass of users to participate in order for the application to work correctly. Pri-

vacy, Security, and Data Integrity remain some of the top concerns and these must be

addressed in any implementation so that participants private data is protected.
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2.2 Related Work

In this section we will review previous works in the areas of participatory and opportunistic

sensing with particular reference to works that are used in an urban or public transport

context. This section aims to look at research that has been carried out that could help

overcome the main challenges of realising my research objectives which are:

1. Bus Detection: Recognising when a user is on a bus.

2. Route Classification: Determining what bus route the user is on.

3. Bus Occupancy: Estimating the occupancy of the bus and the remaining capacity.

4. Peer to Peer Communication: Collaborative task distribution.

5. Adaptable Solution: It should be possible to deploy the application on any bus that

provides Wi-Fi.

6. Privacy and Security: Maintaining the users privacy and mitigating risks of attack.

2.2.1 Bus Detection/Route Classification

Previous work involving public transport buses [42] identified and provided solutions to

the challenges of participatory sensing in this context. These challenges included bus

detection, route classification and dealing with the data generated in a timely manner.

By identifying actors in their system the authors were able to produce a solution that

would satisfy each actor. The authors found that it was possible to accurately predict

bus arrival time in a participatory sensing environment using only android enabled smart

phones where participants used an application and a server that collected and distributed

data. The authors used a variation of techniques such as cell tower signals, accelerometer

readings and audio recordings to determine that the user was on a bus and what route

they were on. While the authors findings support my research some of the techniques

used such as audio recordings, which detected the sound of RFID tickets being validated,

would not be suitable in this research. This is because not all buses use the same types

of sound for validating tickets which would make the application difficult to implement
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on any type of bus.

Recent research explores how smart phones, using GPS and a 3-axis accelerometer

can be used to determine the users mode of transport with high accuracy [32]. In this

paper the authors investigated the use of various sensors in order to determine what

mode of transport a person was using e.g. walking, running, bus, or car. The sensors

used included Cell tower, Wi-Fi, Bluetooth, GPS, and accelerometer. The author found

that while it was possible to determine the mode of transport with most of the sensors the

data was too coarse grained to differentiate between some modes of transport e.g. car or

bus. Various classification techniques were considered such as the Hidden Markov Model.

While these results are promising more research into differentiating between motorised

modes of transport will be required in my implementation. An important part of my

implementation will involve the application being aware when the user is on a bus as

opposed to a car or train rather than having to ask the user, meaning opportunistic

sensing methods can be used which are much less disruptive for the user.

Bus route classification involves knowing the participants location. With mobile

phones location is usually attained with GPS or Cell Tower ID or both. GPS is highly

accurate but is heavy on battery [31]. Although getting the cell tower ID is less power

hungry it is not as accurate and so a trade-off has to be made. Related work in the area

of energy efficient positioning for smart phones found that using a mixture of cell tower

sequence id matching and occasionally GPS to retain accuracy was the most efficient use

of the sensors [31]. It was found that using cell towers location accuracy can be within

500 metres which is not accurate enough to determine what bus route a person may be on

as bus routes are nearly always close together in cities. The authors developed a system

that recorded the cell towers a mobile phone passed and the direction known as cell ID

transitions and then refined the results using GPS data. This meant the GPS was only

turned on occasionally rather than constantly. While the authors results are interesting I

noted that there is still a median of error in the location accuracy and that some system

learning was required to make the results more accurate. For my implementation this
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method could be adopted to be used with other methods to insure accuracy because of

how close together some bus routes run.

2.2.2 Crowd Detection

Work in the area of crowd sensing/detection has been carried out on board busses [21].

The authors investigated the use of RFID bus tickets and Bluetooth scanning to create

an origin/destination (OD) Matrix. While the aim of their research was not to estimate

the occupancy of the bus the authors reached conclusions that will be significant in my

research. It was stated in earlier research that 7.5% of people had Bluetooth in discover-

able mode [29]. The authors found this number to be 9.7% during their implementation

suggesting this number could be growing. A correlation of bus occupancy detected using

Bluetooth and RFID found the two were related. The author noted that Bluetooth de-

vices were detected in traffic and at bus stops that were not on the bus and this created

noise in the data which needed to be removed. Despite this the findings in this paper

support Bluetooth as a promising method of estimating occupancy of a bus. It should

be noted however that the solution the author provided required hardware, a Bluetooth

scanner, to be installed in the bus which would not be suitable for my implementation

but the results are still relevant.

Recent work in crowd detection involves estimating queuing time for supermarkets

[39]. In this paper the authors developed a participatory sensing application where the

user uploads their shopping preferences and the application can tell them the queuing

time in that supermarket. The mobile phone can recognise the supermarket based on

Wi-Fi fingerprints or GPS data. The authors found that using cellular tower data was

too coarse grained for this type of application and this finding applies to my research

as a bus is a smaller space than a supermarket. These findings mean that the use of

cellular tower data would need to be refined with another location method such as GPS,

as suggested in [31], in order to be useful. The results of this work, while in the area of
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crowd detection, are actually better suited to bus and route classification in my research.

Recent research in crowd density estimation using Bluetooth [40] shows that the rela-

tionship between crowd density and discoverable Bluetooth devices can provide accurate

crowd density estimations with up to 75% accuracy. The authors conducted a test in

a large area and used an android application installed on a number of different devices

to collect results collaboratively. While the authors approach is similar to the problem I

am researching their implementation is quite different. It was also noted that the use of

”features” is required to prevent results from being skewed by a demographic that is more

or less likely to have a Bluetooth discoverable device. Features involves using averages

rather than absolute count of devices. This should be possible in my implementation as

there could be more than one device taking measurements. There were two considerations

outlined by the authors that are particularly relevant to my research. The first is that

mobile devices have a scanning area of about ten meters (300m2 approx) which is more

than sufficient for a bus environment. The second is that the transmission frequency of

Bluetooth (2.4GHz) can be absorbed by humans in a crowded area which can affect re-

sults, this was also mentioned by the authors of Towards Sustainable Transport: Wireless

Detection of Passenger Trips [21]. Considering both authors found the same problem

I believe that our design should not rely on Bluetooth alone to estimate occupancy of

busses but a combination of different approaches where the results will complement each

other.

Research into estimating bus occupancy and passenger flow at bus stops has been

carried out recently using Wi-Fi packet monitoring [30]. The authors used a Linux based

laptop to monitor the packets sent by mobile devices as they probe for networks. These

packets were logged along with MAC (medium access controller) addresses and times-

tamps in order to determine passenger flow an occupancy. While the authors concluded

that there was a correlation between the detected Wi-Fi packets and the bus occupancy

there were a number of issues with their results. Firstly their approach and experiments

required a person with a laptop to be on the bus to take the measurements. Secondly
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the authors experienced problems with noisy data at bus stops, similar to the problem

experienced by the authors of [21]. However it was noted that this noisy data could be

due to a number of factors such as bus stops being close together which we believe will be

common in all major cities. Interestingly the authors note that they ran similar experi-

ments using Bluetooth but they found their results were not as accurate as using Wi-Fi.

We believe that using a combination of the two will help validate and make the results

more accurate which is something the author mentioned also but they did no further work

on this. While the authors research aims are similar, again the approaches to the problem

are different.

2.2.3 Peer to Peer Collaboration

Peer to peer networking is a distributed system architecture where each peer or node on

the network is equal. Messages or data are routed from the origin node to the destination

node via other nodes in the network, this is usually achieved using routing tables for

example a distributed hash table. Unlike the client/server paradigm there is no one

node in control of the network in pure peer to peer. Peer to Peer networking is a very

active area of research, early work includes Chord [37] and Pastry [34] which are both

protocols using distributed hash tables. Peer to peer networks are of interest to researchers

because they are highly scalable, more economical than traditional networks, and very

resilient to attacks. However security and privacy issues pose a large challenge to peer to

peer networking for example routing attacks and malicious nodes are common security

concerns. Skype [36] is a well known example of an application that is implemented using

a peer to peer architecture.

Early work on mobile Peer to Peer communication focused on creating a peer to

peer overlay network built on the IP layer [38]. Other early work focuses on peer to

peer architecture [16] introducing variations on pure peer to peer which can help with

scalability and network overhead such as routing. Most of the early work in mobile
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peer to peer pre-dates the now popular mobile operating systems such as Android, IOS,

and Windows mobile which have made it easier for researchers to create peer to peer

communications frameworks.

Android in particular has become a popular platform for research [17]. In this pa-

per the authors propose an Android based middleware framework to allow peer to peer

communication over Bluetooth or Wi-Fi. The authors outline how android, due to being

open source, is a good platform for this type of development. Android provides a Rich,

well documented, SDK (Software Development Kit) to developers.

More recently both Android [13] and Apple IOS [2] have provided libraries for peer

to peer communications in their SDK making development even easier for developers.

However as with crowdsensing much work remains to be done with regard to privacy and

security of nodes and this is currently one of the most limiting factors of implementing a

peer to peer solution.

2.2.4 Privacy

As mentioned at the beginning of this chapter privacy is very important in participatory

sensing because as outlined in [9] users will not participate in sharing their data if they

believe that their privacy could be compromised. In this paper the authors propose an

architecture for privacy in participatory sensing applications. The architecture introduces

an intermediary between queries for sensor data in the network and the mobile nodes that

receive these queries. The intermediary is called a registration authority. All communi-

cations in the architecture are encrypted using identity based encryption. The authors

address the main problems with privacy and security in participatory sensing however

their architecture is not based on a collaborative or peer to peer network design, rather

a centralised system which would require extra work to be done to make it suitable for

a peer to peer architecture. The authors acknowledge that significant work still needs to

be done to improve security and privacy in crowdsensing.
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There are many different solutions available that claim to protect the privacy of both

data producers and consumers in participatory sensing systems. It appears to be widely

agreed that anonymity is required as well as secure communication channels for any

sensitive participant data. Research carried out earlier this year showed that it is possible

to protect user data without the need for third parties [22]. This result is good news for

participatory sensing applications but the architecture assumes that a data consumer and

producer are separate people/devices which is not the case in many participatory sensing

applications. The paper did not address peer to peer network architecture either but I

believe that the conclusions and methods used will still be very useful.

Privacy and security remain active areas of research for peer to peer communication

also [35]. In this paper the authors describe how both the network and the individual

peers can be vulnerable to attack and how malicious peers can exploit weaknesses in the

architecture in order to carry out these attacks. This is very useful research because

it highlights the areas where care must be taken with users private data. The idea of

reputation management was also introduced where peers can become trusted over time.

While these trust management approaches are common in peer to peer it was noted that it

can become complicated and does not prevent attacks but rather mitigates against them.
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Chapter 3

Design

Building on our findings during the Review of the State of the Art in the previous chapter

this chapter sets out to introduce the chosen design of our crowd sensing application.

First we will discuss the requirements for such an application then discuss the various

components required to satisfy those requirements before introducing the overall design

in detail. We will also discuss factors that influenced the design of the application. We

have decided to call the mobile application ”PassengerSense” making reference to the

passengers on the bus and the crowd sensing nature of the application.

3.1 Requirements Engineering

During our review of the state of the art we identified some viable options for crowd

sensing on board of a bus. Crowd sensing in such a confined space brings new challenges,

which will be outlined in this chapter, and these challenges must be dealt with in the

design phase of the project. We identified that Bluetooth and Wi-Fi represented the

best chance of relating to the number of passengers on board the bus. The following sub

sections will outline the functional and non functional requirements that will shape the

architecture and design of our system. Each requirement will be justified with a brief

background but we will save the technical details for Chapter 4.
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3.1.1 Bluetooth Scanning

• The application must be capable of scanning to detect discoverable Bluetooth de-

vices.

One solution to detect passenger flow and occupancy with the application will be to

continuously scan for discoverable Bluetooth devices and collect the unique MAC address

of the devices it detects. Using the MAC address the application can determine if the

unique device has been previously seen which will give an indication to passenger flow.

Most mobile phones are equipped with class two Bluetooth radios meaning that they

have an effective range of about ten metres. While this range is sufficient to cover the area

of a bus it could potentially detect devices that are not on board the bus, at traffic lights

and bus stops for example. Steps will need to be taken to reduce the noise in Bluetooth

data and determine the difference between devices not on the bus and normal passenger

flow. Implementing timestamps on all collected data should help to minimise noise in

the data by eliminating results that last only a couple of seconds e.g. detected Bluetooth

devices at a bus stop.

3.1.2 Wi-Fi Scanning

• The application must be capable of scanning to detect the number of devices con-

nected to a buses Wi-Fi router.

Many bus operators, such as Dublin Bus, offer free Wi-Fi to passengers. The number

of passengers connected to the network on board the bus will potentially provide an

indication of the total number of passengers on board as well as indicate passenger flow.

Similar to the approach taken with Bluetooth scanning the application will need to

continuously ping other devices on the Wi-Fi network and collect a unique MAC address

to determine passenger flow and occupancy.

From our review of the state of the art we learned that only a sample of the population

(between 7.5 - 9.7 %)[21][29] have their devices in Bluetooth discoverable mode which is
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why scanning for Wi-Fi and Bluetooth users will provide more reliable data to make

estimates with. The results from the Wi-Fi scan may be useful on their own but may

also provide a useful validation metric for the results from the Bluetooth scan as these

results on their own would provide fairly coarse grained estimates of passenger flow and

occupancy.

3.1.3 Ground Truth

• The application must be capable of collecting ground truth values for the number

of passengers on board a bus.

To properly test our hypothesis we will require ground truth data about the number of

actual passengers on the bus and the route number. The application will need an interface

where users can enter the results of the actual number of passengers.

The ground truth data will be compared with the data collected from both Wi-Fi and

Bluetooth Scanning to investigate if a relationship exists and if it does what is the nature

of that relationship.

3.1.4 Cell Tower

• The application must be capable of detecting the RSSI of the cell tower it is con-

nected to as well as neighbouring cell towers.

While collecting RSSI values for nearby cell towers is not useful towards determining

passenger flow or occupancy the data will be collected by the application for use in other

future cities projects. For example RSSI can be used to accurately predict arrival times

of buses through a method known as cell tower sequence matching [42].

In future work the passenger occupancy and RSSI data may be used to tell users when

the next bus is coming and how many seats are likely to be left on the bus when it arrives.
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3.1.5 Location

• The application must be capable of recording the GPS Location of the device it is

running on.

GPS data may be used to determine the location of a bus which can be used as a

filtering value when evaluating data about individual journeys that will be returned by

the application. GPS data may be used together with RSSI to provide highly accurate

location services that require less battery to run [31]. The GPS data also acts as a way of

validating any results reached through the use of RSSI data. RSSI in combination with

GPS samples may be used as an energy efficient alternative to pure GPS to infer what

bus route a person is currently on.

3.1.6 Storage

• The application must be capable of storing collected results locally and remotely.

Persistent storage of scan results will be necessary in order to evaluate our application

later. The application must be capable of storing these scan results in its own storage as

well as posting them to a remote web service. The web service must be platform indepen-

dent meaning any device with an internet connection could potentially use it. A platform

independent web service will help keep the mobile application loosely coupled with the

web service which will save a lot of effort if the application needs to be implemented

on other platforms such as IOS or in the event that a platform update would otherwise

require an update to the application code.

There are a number of benefits to implementing a web service as well as local device

storage. Firstly if the phone cannot contact the web service due to having no network

available or some kind of error with the web service then the results are not lost. Having

data stored in more than one location is good practice as it builds redundancy into the

system giving it a higher rate of availability even in the face of errors.
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The trade-off for this high availability and redundancy is that a web service will need

to be built as well as the mobile application. The web service adds additional security

considerations to the system which are explored in Appendix D. In this case the trade-

off is made worth while because when testing the application it will not be necessary to

retrieve the participants phone to collect the data as it will have been sent to the web

service.

3.1.7 Ethical Considerations

• The application must comply with ethical standards for research.

Any research project involving human participation must be approved by the Research

Ethics Committee. For a project to be approved it must adhere to ethical guidelines.

Participants taking part in the study must do so on a voluntary basis and are free to

opt-out at any time without reason or penalty. Anonymity should be provided for any

data collected about participants direct or indirect. In this study no private data will be

collected or stored on any device.

When building this application the implications of the ethical guidelines will present

a challenge that both passengers and application user data must be kept anonymous

despite the need to be able to uniquely identify devices for counting purposes. The

ethical guidelines are a non-functional requirement meaning they provide no functionality

but still affect the overall design of the application and web service.

Passenger/Participant Privacy

• Any data detected, or collected by the application must be kept securely and pri-

vately.

As noted in the State of The Art Review in section 2.2.4 one of the concerns with crowd

sensing is the privacy element. Users need to feel that their personal data is secure or
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they will be unlikely to participate. Steps must be taken during the design process to

ensure that user data is kept secure.

To satisfy this requirement it will be necessary first to identify sources private infor-

mation such as the MAC addresses of discovered devices. Next we will need to identify

the risks associated with this data for example how an attacker could potentially track a

passenger even off the bus using their MAC address. Finally steps need to be taken to

properly secure that data and mitigate the security and privacy risk to the user. Here

there will be some overlap with the ethical consideration requirement as outlined in section

3.1.7. Similar to the ethical considerations passenger privacy is another non-functional

requirement but still affects the overall design of the application and web service.

3.2 Design Choices

In this section we will introduce the overall design and architecture of the mobile applica-

tion by presenting a UML activity diagram before describing the main components of the

design in greater detail. We will discuss various design challenges as well as what impact

or trade off the chosen design had on the application.

20



3.2.1 Mobile Application

Figure 3.1: UML Activity Diagram for Mobile Application

Figure 3.1 shows that the proposed design of the mobile application satisfies the functional

requirements as set out in section 3.1. Additionally from the diagram we can identify the

two main components of the design which would need to be implemented in order to

collect data in a way that will be useful to this study:
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1. Crowd Sensing Component

2. Persistence Component

Crowd Sensing Component

The crowd sensing component includes all the parts of the application that are used to

determine bus occupancy and passenger flow as well as location and cellular components.

Figure 3.1 demonstrates how the crowd sensing component of the application which

includes the Bluetooth and Wi-Fi scanning happens concurrently. Concurrency in the

application is necessary as the scan data needs to be collected from multiple sources at

the same time in order to provide meaningful data to compare with the most recent ground

truth value. For example it is desirable to know how many passengers are connected to

Wi-Fi and how many discoverable Bluetooth devices are present at the same time and

how any changes in one might affect the other. However concurrency will be a design

challenge as our application will have to be programmed using threads which makes it

more complicated to program, test, and debug for errors.

Crowd sensing in this application can be further broken down into inputs and func-

tions. There are five inputs:

1. Location

2. Cellular Data

3. Bluetooth

4. Wi-Fi

5. Ground Truth

These inputs provide raw data, which may be noisy, and needs to be presented in both

a meaningful and useful way to the persistence component in order to properly test our

hypothesis. The functions of the crowd sensing component are to aggregate the data from

each input and pass it to the persistence component.
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As per our ethical considerations special care is needed in the crowd sensing component

to ensure that no user or passenger could by identified through use of the application.

For counting purposes however it is necessary to identify devices uniquely. The MAC

address was chosen as the most reliable indicator of a unique device. IP addresses were

considered but routers typically use NAT meaning that addresses are assigned to hosts as

they come and go resulting in an IP address that may not be unique to a device during

our scanning period. The negative of using a MAC address is that MAC addresses could

be potentially used to track a persons device and so an algorithm must be designed to

count the phones using their MAC addresses without the need to store the MAC address

or reveal the address to the persistence component or any user in the system.

We designed an algorithm to be implemented on the inputs from both Bluetooth and

Wi-Fi. Each detected device will have its MAC address added to a list called current-scan-

results and when the scan is complete the contents of current-scan-results are moved in to

a new list called previous-scan-results and current-scan-results is emptied. When the next

scan concludes the results of current-scan-results are compared to previous-scan-results

and the cycle continues. The algorithm will only return the total number of devices and

the count of new devices.
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Figure 3.2: Algorithm designed to protect passengers private data

By implementing the algorithm no MAC address is ever persistent in the application

and the information that matters i.e. detecting passenger flow is still collected in a manner

that is easy to work with and secure. This method satisfies both the ethical requirement

in section 3.1.7 and the privacy requirement in section 3.1.7.

Persistence Component

The design of the persistence component is influenced by a number of different factors.

Both non-functional requirements for passenger privacy and ethical concerns would dictate

that the device cannot store any private data, as outlined in the previous section this data

must be consumed then discarded.

In order to minimise read and write times to the devices database, which is important
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due to the concurrent processes that will require access to the database, there will be a

single table where each input can store its data. This data can be then be related to the

input that produced it by using a unique input name.

The persistence component will need to be able to send and receive data from a

remote web service. To communicate with the web service it will be necessary to be

able to package and parse data in a format that the web service understands. An internet

connection to communicate with the web service will be required but this will be provided

by the Wi-Fi on board the bus which the application should be connected to anyway.

3.2.2 Web Service

Web services have become an increasingly popular feature of web applications as they

allow for easy exchange of data over the internet making them ideal for most kinds of

Distributed system. Implementing a web service in this project has many benefits as

those noted in section 3.1.6.
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Figure 3.3: UML Activity Diagram for the Web Service

Web services typically receive HTTP requests and then generate a response after

dealing with the request. Figure 3.3 shows that this web service will need to be able to

parse post requests and determine if the data is valid. Invalid data will generate an error

in the response while valid data will be written to a database and a success response will

be sent. Another interesting feature of the design of this web service is the use of tokens.

A token is a string that is unique to each device permitted to use the service. Any device

that sends requests to the service will need to include their token otherwise the service will
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not process the request. Using a token helps to prevent accidental or malicious poising of

data in the database.

Tokens will be generated by the web service and their value has no relation to any

private user data. For security reasons it’s important to authenticate devices sending data

to the service however as per our ethical and privacy considerations it’s also important

not to identify the user as part of this authentication process.

3.3 Design Summary

In this chapter we introduced the design for PassengerSense, a crowd sensing mobile

application designed to test our hypothesis by collecting data about Bluetooth and Wi-Fi

usage on board of a bus and comparing these values with ground truth values provided

by users of the application.

The proposed design satisfies all requirements both functional and non-functional and

addresses the design challenges posed by the requirements. The proposed design has a

number of merits including the loosely coupled web service which allows the application

to scale comfortably even moving to different platforms. The design deals with security

and privacy which are usually top concerns in crowd sensing applications. Redundancy

is built into the design by replicating data sent to the web service in the devices local

database, any data not sent to the web service can be queued and sent at a later time.

Overall the design conceptualises a crowd sensing application capable of collecting the

data required to test our hypothesis.
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Chapter 4

Implementation

Following on from Chapter 3 where we outlined the design for our application this chapter

aims to examine the implementation of that design. First we will introduce the chosen

technologies and justify their inclusion. Next we will present the completed application

that we developed as well as other resources related to the implementation of the applica-

tion. Finally we will discuss the completed implementation outlining how it satisfies the

motivations for this study and how it contributes to testing our hypothesis.

4.1 Chosen Technologies

PassengerSense, our mobile application, was implemented in Android using the Java pro-

gramming language. Android is very suitable for this type of application because it

features a rich SDK that allows us to access and manipulate all of the hardware features

that we require on the phone such as GPS, Wi-Fi, and Blutooth. An Android operating

system also allows users to install applications from any location which is very useful

when asking volunteers to test the application.

Much work has previously been done in the area of Crowd Sensing using android

devices, mobile crowd sensing is becoming an increasingly popular way of collecting data

in urban environments due to the availability of mobile devices and the advancement of
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sensors and technology in those devices. The previous works were useful in both the

design and implementation phases of PassengerSense as reference models but also for

best practices for dealing with issues such as persistence, privacy, and battery usage. The

previous works served as reassurance that this type of crowd sensing application was an

achievable goal using Android Technology.

By default Android applications use an SQLite database for persistence. Although it

is possible to use other databases SQLite is suitable for our requirements and is already set

up on every Android device. In the following sections we will describe how PassengerSense

uses the SQLite database.

JSON was chosen as a way to send and receive data from the RESTful web service

that we will use to collect data from PassengerSense. RESTFul web services are becoming

increasingly popular due to their relatively straight forward implementation compared to

SOAP based web services. While both types of web services have their merits studies have

shown that RESTful performs better in terms of network overhead [27]. The web service

implementation will be described in greater detail in section 4.4. JSON is a great format

for exchanging data across networks because it is human readable, lightweight compared

to XML, and can be parsed easily in many different programming languages helping to

keep components of the application loosely coupled.

4.2 Chosen Libraries

As a result of Android being a popular platform for research and development of crowd

sensing as well as participatory and opportunistic sensing applications there are a number

of good libraries available for developers to use. While developing PassengerSense some

libraries and open source projects were integrated with the application to provide the

most reliable implementation based on previous research. In the following sections we

will examine these libraries and what role they played in the implementation of our

application.
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4.2.1 Mobile Sensing Technology (MoST)

Rather than re-invent a crowd sensing implementation in Android we decided to imple-

ment a mobile sensing library built for android devices called Mobile Sensing Technology

(MoST) [6] [7]. MoST is an open source comprehensive crowd sensing library that is built

to cater for new and old android devices making it suitable to use in a study where volun-

teers may use their own phones. The developers of MoST have researched an alternative

to their library, the Google Play Services Library they found that while it had a lot to

offer MoST performed very well and better in some cases [5].

The library introduces a list of input ’pipelines’ where each pipeline provides raw

data from the sensor to the devices SQLite Database. There are 22 pipelines in total for

example light sensor, accelerometer, cell information, and battery information to name a

few. Each pipeline can be can be activated and de-activated individually and runs in a

background service.

The notion of Android Services are central to the implementation of our application.

Android services represent some component such as a sensing activity e.g. scanning for

Bluetooth devices that runs in the background without any user interface [14]. Using

Services is an effective method of minimising disturbance to the user when running crowd

sensing processes.

Integrating MoST into our application certainly saved a lot of development time as

some of the pipelines contained exactley the data we needed. However MoST was not

quite ready to use out of the box and was certainly a challenge to integrate as the lack of

documentation on the library meant integration was quite time consuming. MoST itself

used an older version of the Google Play Services Library which is no longer supported.

This meant that any pipeline such as location that depended on deprecated libraries could

not be implemented and in fact was easier to re-develop the pipeline from scratch due to

the complex nature of MoST.

Overcoming the development and integration challenge, in our implementation of
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MoST we would require only two pipelines to be used. Below we show what data these

two pipelines originally collected and send to the database.

For each detected Bluetooth device:

Time Stamp A Unix time stamp.

MAC The detected devices Bluetooth MAC address.

Name The detected devices Name.

Class The class of detected devices Bluetooth radio.

For the nearest cellular tower:

Time Stamp A Unix time stamp.

GSM Cell ID A unique numerical identifier for the cell tower.

GSM LAC A unique numerical identifier for the location area of the cell tower.

Starting with the Bluetooth implementation, the way in which the data was collected

was not suitable for our application. By default MoST stores each device it detects in a

table row for detected bluetooth devices with the details of that device. Due to our Ethical

requirements we could not store any data that we did not need or any data that could be

considered private such as the devices MAC address. Next the cellular implementation

does not detect RSSI and this was one of our requirements. Also by default MoST

cannot POST its data to a remote server. Clearly MoST needs some modifications to be

successfully implemented in our application.

Modifications to MoST

While MoST was a great starting point some modifications needed to be made to bring

the library in line with some of our requirements from Chapter 3. This section will outline

the modifications that were made to the MoST library during our implementation.

One of the significant changes we made to the MoST library was the ability to com-

municate with a RESTful web service. To implement this we created a new class that
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could be instantiated using the singleton pattern. This class accepted JSON strings and

posted them to the RESTful web service in a process that was run in a separate thread.

Using threads to communicate over the network is required in Android but also allows

multiple calls to the same object to be queued in a thread pool which was advantageous

for our implementation.

The way in which MoST stored data was not suitable for our ethical requirements but

also would have generated a lot of network overhead when sending data to our web service

due to the amount and frequency of data recorded. Initially each pipeline had its own

table in the database. In our implementation there is a single table that keeps a copy of

JSON data posted to the web service.

JSON strings needed to be stored in the database and then sent to the web service

but by default MoST did not use JSON so each pipeline that we intended to use needed

to be modified to produce JSON strings rather than the Content Values that it used by

default. These JSON strings were then stored in the database and sent to an instance of

our new class that posted them to the web service.

An algorithm was developed to reduce the network overhead and stop private data

from being stored or transmitted to the web service. This algorithm was implemented

within the MoST library for the scan results of Bluetooth. The algorithm as outlined in

Chapter 3 section 3.2 takes the list of detected devices and compares them to the previous

scan results checking for MAC address that match. The results of this algorithm show how

many devices were and were not present in the previous scan allowing easy calculation

of bus occupancy and flow without exposing private data. The Wi-Fi scanning process

would need to use this algorithm but MoST does not have this function so we will discuss

it in the next section.

Lastly while MoST did have pipeline for cellular data it did not capture the RSSI of

nearby cell towers and this was one of our requirements. The pipeline for cellular data

was modified to get the RSSI of nearby cell towers. RSSI or Received Signal Strength

Indication was not straight forward to capture and this was made more difficult that
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the application needed to support phones from Android API 8 right up to the newest

Android devices. RSSI can be read in a number of different ways depending on what type

of network the user is connected to e.g. GSM, 3G, 4G LTE. This part of the application

needs more work because phones connected to 4G/LTE networks often return 99 as an

RSSI value meaning that signal is not available when in fact it is [12]. To solve this issue

a method that could accurately detect the type of network the user was connected to and

apply the appropriate sensing process would need to be developed unfortunatley we did

not have enough time to address this issue properly but as a work around it was possible

to disable the phones data when connected to the Buses wi-fi which forced the phone to

use GSM and this in most cases gave an accurate RSSI value.

In summary MoST is a powerful and very rich mobile sensing library however as out-

lined in this section it did require significant modifications to be useful in our application.

While the learning curve was initially steep to understand this complex library without

documentation it was worthwhile because using this library saved time rather than trying

to reinvent crowd sensing techniques that are tried and tested and already developed.

4.2.2 Network Discovery

As per our requirements we needed to be able to count the number of passengers connected

to the buses Wi-Fi during each scan. Unfortunately this was not a feature that MoST

could provide so we began to look for libraries that could. We decided to implement a

heavily modified version of the open source Network Discovery application, available on

the Google Play Store [18]. The source code for this application is made available on

GitHub [19]

Network Discovery is a full Android application rather than a library so we only needed

a few functions from the many it had. Most of the applications functions were striped

away as we only required the ability to get a list of hosts connected to the wireless network.

In our implementation the network discovery process is run in a background service
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and is run in a loop with a five second delay after each scan until the user presses the stop

button. The class responsible for scanning the network sends a ping message to each IP

address in the routers range and listens for the reply which indicates there is a device at

that address. The MAC address of the detected device is added to a list where it will be

used in our algorithm, which is outlined in Chapter 3 section 3.2. This algorithm will tell

us how many of the detected hosts were present in the last scan and how many are not.

The algorithm is implemented when the Wi-Fi scanning process is complete and results

are passed to the class that we created in the MoST library that handles communication

with the web service and data persistence. Like with MoST we needed to change the data

format to JSON.

To summarise our use of the Network Discovery application code I think it was good to

find an open source project like this because it is not a straight forward task to implement

on Android. Although our implementation does not resemble the original application at

all it functions perfectly accurately counting the number of hosts connected to the buses

Wi-Fi.

4.2.3 Location

To obtain the devices GPS position we used the standard Android LocationManager and

created a background service that would get a GPS position when the location changed

by more than 5 meters or 5 seconds had elapsed. These constraints stop constant updates

to the web service if there is no change in sensed data.

We noted during testing that the older phones took longer to get a fix on their GPS

positions but in general the location service class was efficient.

4.3 Application Overview

In this section we will describe the complete implementation of PassengerSense using

screen shots of the user interface to demonstrate how the application appears to users as
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well as discussing the processes that run in the background. We will begin by examining

the typical sequence of events that a user goes through when using the application. Next

we will outline how the application appears to users and what features it has. Finally we

will examine the data that is produced from using the application and outline how this

will contribute to answering our research question.

4.3.1 Using the Application

In line with our ethical considerations participants using PassengerSense will have been

briefed on what the application is doing, how to use it, and how to remove it if they want

to stop the study. During the briefing the participant is instructed to take an initial count

of people on the bus before starting the application. Due to the layout of a typical Double

Deck Bus, as shown in figure 4.1, we found the easiest way to count passengers was to

enter the bus and count downstairs before moving upstairs, counting the passengers there,

and finally sitting in a place where you can then observe how many people are getting on

and off the bus. Most of the Dublin Bus fleet only have one door so it is straight forward

to keep track of passengers getting on and off the bus.

Figure 4.1: Typical layout of Dublin Bus. Left: Downstairs, Right: Upper Saloon

Next participants are instructed to connect to the Wi-Fi, provided by Dublin Bus.

Once connected they can start the application. When the application is opened the user

can select ’Begin Sensing’, the user is then asked to input their current bus route as well as

the ground truth value. The application then repeatedly scans for discoverable Bluetooth
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devices and devices connected to the buses network posting any changes to the web server.

The user is asked to update the passenger count at each bus stop where there is a change

in occupancy, each ground truth update is posted to the web service.

4.3.2 User Interface and Features

PassengerSense was designed to be as user friendly as possible in order to make it as easy

as possible for our volunteer participants to use the application without problems. Figure

4.2 shows the three main screens that the application has.

Home Screen

The first screen on the left is the applications home screen, this is what the user sees when

they open the application. There are three buttons: ”Start Sensing”, ”Passenger Count”,

and ”Stop Sensing”. Below the buttons there is a set of instructions for the user.

Ground Truth Dialog

The middle screen shows the ”Ground Truth Dialog” this is where the user tells the

application what bus route they are on and how many passengers are on the bus. This

dialog is shown when the ”Start Sensing” button is pressed. Users can bring the Ground

Truth Dialog back up by pressing the ”Passenger Count” button.

Help Screen

The screen on the right is the Help section. This screen has two functions; The first is to

input the web service token, which is unique to each device, so that it can communicate

with the web service. The token is saved using the Android ”Shared Preferences” feature

and can be tested with the ”Test Token” button. The second function of the help screen is

to provide a contact method for the participant to contact the lead researcher in the event

they are having any problems. The second function is part of our ethical considerations.
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Figure 4.2: PassengerSense User Interface Screen Shots.

4.3.3 Data Collection/Persistence

Participants volunteered to have PassengerSense installed on their phones or used phones

provided by the researchers. The participants were people who used Dublin Bus service

regularly, usually for commuting to and from work. They agreed to use the application

for a week each, in some cases participants were happy to use it for longer.

When PassengerSense is running it saves collected data in its local SQLite table as

well as posting data to the web service. In the local database there is only a single table

where the JSON strings are stored before being sent to the web service. During testing

it was noted that if the application lost connectivity that the data was still recorded in

the local database.

There are four types of JSON string that are created by the application. Each JSON

string has a time stamp as well as an API key and Pipeline Name. The API key is

generated by the web service when a new device is added. The key is an alphanumeric

string that is unique to each device, without a valid key the web service will reject data

sent to it. The Pipeline name indicates what sensor generated the data. An example of
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the four types of JSON strings have been included in Appendix B.

4.4 Web Service

Data collected by the application is sent to a RESTful web service. We were provided

with the use of the Future Cities web service in Trinity College. This existing web service

allowed us to set up a new project where our data would be stored. Once this project was

set up, individual devices could be added to the project and the web service generated a

unique alphanumeric key for each device.

The web service has an administrators user interface that can be used to add new

devices and generate device keys as well as view the data that has been collected. The

ability to log in remotely and view data without queries was very useful during testing of

the mobile application.

Data is sent to the web service using a HTTP Post request where the contents is a

JSON string. The web service uses a no SQL database, MongoDB, to store data. To

retrieve our collected data from the web service it’s possible to submit a query in a URL

which returns raw JSON data.

In order to be able to understand and work with the raw JSON data we created a

small web application using PHP that was able to parse the raw JSON data into much

more user friendly tables. The data in these tables could be filtered which was helpful

during our evaluation.

Figure 4.3: Web application to query and display PassengerSense data.
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Figure 4.3 shows a screen shot from our web application. To address our research

question it is not necessary to look at the location or cellular data so our web service

excludes this which makes the data a lot easier to work with. The web application

outlines bus journeys by displaying a green start tag and red stop tag which indicates

a full bus journey. Ground truth data is displayed separate to data collected through

opportunistic sensing methods. This way of organising our data is important as it will be

nesecary to identify noisy data during our evaluation. Noisy data could include detecting

Bluetooth devices not on the bus i.e. they will only appear for a couple of seconds.

4.5 Ethical Implementation

Throughout the design and implementation chapters we have referred to features and

functions that have been developed to satisfy our ethical requirements such as the help

page on the application, outlined in section 4.3.2 and the algorithm designed to protect

passenger privacy as described in section 3.2.1.

While these features ensured that the application itself was in keeping with ethical

guidelines there are additional requirements to satisfy. Each participant is briefed about

the study and provided with a participant information sheet. Once the participant is

happy to contribute to the study they sign a consent form which they receive a copy of.

A copy of the participant information sheet can be found in Appendix C.2.

Realising that participants may attract attention while trying to count other passen-

gers on the bus they are provided with information leaflets to give to enquiring members

of the public. A copy of this information leaflet can be found in Appendix C.1. The

information leaflet was designed to inform members of the public in plain English what

the application is doing and what data it collects. The leaflet has an email address for

the lead researcher if the reader has further questions and there is web site address where

the user can go to the project blog for more information.

In addition to the information leaflet we created a blog where the project is explained
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in greater detail. From this page there are links to copies of all the ethical resources as

well as the ethical application submitted to the Ethical Committee. There is also a link

where users can view the source code of PassengerSense on GitHub.

4.6 Implementation Summary

In this chapter we have outlined how we choose android libraries and dependencies to

include in our application as well as detailing their implementation. Much of the diffi-

culty in developing our application came from the modifications to these libraries and

dependencies that were necessary to satisfy our requirements as outlined in the previous

chapter.

Next we introduced the developed application demonstrating what the participant

will have to do to use the application before showing screen shots depicting how the

application appears to participants. The RESTful web service that collects data from

the mobile application is introduced and the JSON format for communication with the

application is explained. We also introduce our own web application that will help evaluate

the results and manage queries to the web service.

Finally we discussed additional resources that were needed to fully implement the

application such as the ethical documentation and web site. To summarise the imple-

mentation we are satisfied that the developed application is fit for purpose as a means of

collecting data to help prove or disprove our hypothesis. We are also satisfied that the

implemented application satisfies the requirements set out in the previous chapter.
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Chapter 5

Evaluation

In the previous chapter we examined the implementation of our design for a crowdsensing

application that was used to collect data which will test our hypothesis. In this chapter

we will evaluate the performance of this application as well as analyse the data that was

collected. We will begin by examining our collected data set and using statistical analysis

to see how this data set can test our hypothesis. Next we will discuss any issues we had

with the data set before concluding with a discussion on how our data could be affected

by demographics.

5.1 Quantitative Evaluation

Our mobile application was designed to collect a data set that could be used to determine

the answer to our research question. In this section we will statistically evaluate our data

set to test our hypothesis and evaluate our results.

Our data set was collected by five volunteers who used the application during their

normal commute for a period of seven days each. A summary of the data collected by the

volunteers is outlined below in Table 5.1.
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5 Volunteers

7 Bus Routes

31 Individual Journeys

368 Ground Truth Samples

Table 5.1: Data Set Summary

The collected GPS data made it possible to map individual bus journeys which was

also useful as a way of confirming that the values are from a bus journey and that the

application is working correctly. Figure 5.1 shows the GPS traces collected from two

participants on two different bus routes. Using the Future Cities web service each bus

journey could be displayed in this way.

Figure 5.1: GPS traces from participants phones

5.1.1 Correlation

Our hypothesis seeks to establish a relationship between the number of Wi-Fi users,

discoverable Bluetooth devices, and the actual number of passengers on board a bus. To

investigate this relationship we begin by using statistical correlation to determine how

strong the relationship will be if one exists.
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To calculate the correlation we used the Microsoft Excel ”Correl” function. Excel uses

The Pearson Product-Moment Correlation Coefficient [26]. This formula measures the

linear correlation or dependence between two variables and returns a value between +1

and -1. These values indicate the strength of the correlation where 0 means no relationship

exists. Below is the actual equation used by Excel:

Correl(X, Y ) = Σ(x−x̄)(y−ȳ)√
Σ(x−x̄)2Σ(y−ȳ)2

5.1.2 Correlation Results

When we correlated all of our sample ground truth values with the opportunistic data

we collected we found that there is a relationship between the number of Wi-Fi users

and the actual number of passengers on board the bus. However the same is not true

for Bluetooth. The relationship between Bluetooth and the ground truth was negligible.

Table 5.2 shows the results of our correlation.

Correlation R Rˆ2

Ground Truth / Wi-Fi Users 0.614 0.377

Ground Truth / Bluetooth Detected 0.024 0.000

Wi-Fi Users / Bluetooth Detected -0.015 0.000

Table 5.2: Correlation Results (All Data)

The results of our correlation (R) in table 5.2 shows a reasonably strong positive

relationship between the number of Wi-Fi users and the observed ground truth (0.614).

Having established that a relationship exits we then used the coefficient of determination

(Rˆ2) to determine the strength of that relationship. The Rˆ2 value of 0.377 suggests

that the correlation relationship is not a good fit for our statistical model or that much

of our data cannot be explained by this relationship. The value for Rˆ2 indicates that

this relationship would not be accurate method of estimating bus occupancy due to the

unknown part of the relationship.
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We believed that this relationship would be stronger during rush hour as our data

showed more devices than average connected to the buses Wi-Fi during rush hour, even

when buses were not full. we reran the correlation tests using rush hour data only.

This meant selecting all bus journeys that took place between 07:00 - 09:00 and 16:00 -

19:00. Our data set contained 123 ground truth samples within these times with ranging

occupancies from only 9 people to full buses. The decision to isolate rush hour data was

based on an assumption that rush hour commuters are more likely to have smart phones

and use them during their commute. Table 5.3 shows the results of correlating our rush

hour only data.

Correlation R Rˆ2 Rˆ2 Change

Ground Truth / Wi-Fi Users 0.796 0.634 +0.258

Ground Truth / Bluetooth Detected 0.062 0.004 +0.004

Wi-Fi Users / Bluetooth Detected 0.025 0.001 +0.001

Table 5.3: Correlation Results (Rush Hour Data)

The ”Change” column was added to table 5.3 to show how the coefficient of determi-

nation value increased for each test when rush hour only data was used as opposed to our

entire data set in table 5.2. The most significant change in the results is the increase in

correlation between Wi-Fi users and observed ground truth. The Rˆ2 value has increased

to 0.634 which means that the relationship is much stronger when rush hour only data

is observed. The relationship between Bluetooth and observed ground truth remains too

weak to be useful for predicting bus occupancy.

Despite finding that during rush hour the relationship between Wi-Fi users and ob-

served ground truth is much stronger this relationship is still too weak to make accurate

estimates of bus occupancy. Initially it was hoped that by collecting both Wi-Fi and Blue-

tooth one of the results could act as a validation metric for the other but this turned out

not to be possible due to the weak relationship we found between discoverable Bluetooth
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devices and observed ground truth.

5.1.3 Correlation Findings

Calculating the correlation between our detected Bluetooth devices, Wi-Fi users, and

observed ground truth we found that while a relationship existed only between Wi-Fi

users and observed ground truth values it was too weak to make reliable estimates about

bus occupancy based on Wi-Fi data.

Next we looked at our rush hour only data and ran the same correlation tests which

revealed that our discovered relationship between Wi-Fi users and observed ground truth

became stronger during rush hour. This result indicated that demographics play a role in

this relationship, we will discuss how demographics could affect our results later in this

chapter in section 5.2.2. Despite the stronger correlation the relationship remained too

weak for making reliable estimates.

Following the results of our correlation tests we continued to look for ways that our

data set could be useful in estimating bus occupancy, we now turn our attention to Binary

Classification.

5.1.4 Binary Classification

A binary classification task involves separating data into two distinct categories based

on features of that data. Binary Classification is commonly used in medical statistics to

determine if a patient has a disease or not based on symptoms they display. In this study

binary classification will be used to determine if a bus is full or not based on the number

of people connected to the buses Wi-Fi.

For the purposes of our binary classification model we will say that a bus is full when

≥ 75% of seats are occupied. Most of the double deck Dublin Bus fleet have 76 seats

[11]. We choose this value of 75% because during rush hour buses can fill up fast so any

passengers enquiring about bus occupancy could know how likely they were to get a seat

45



on this bus or not.

There are a number of different methods available for carrying out binary classification

and there is also much debate as to which is the most accurate. In creating a binary

classification model for our data we choose to use logistic regression. We made this

decision based on the resources and support that were available for logistic regression

calculation.

Logistic regression measures the relationship between a dependent variable and one

or more independent variables by estimating probabilities that the independent variable

and dependent variable(s) are in some way related. These probability values allow us to

create a classification model where we can use probability to determine if a bus is full or

not. In our case the dependent variable is our observed ground truth and our independent

variable is our corresponding count of Wi-Fi users.

Adding Bluetooth as a secondary independent value had a negative effect on the

accuracy of our classification model so it was decided to omit Bluetooth altogether for

our binary classification evaluations.

Logistic regression calculations were carried out using the ”Real Statistics Resource

Pack” for Microsoft Excel [8].

5.1.5 Binary Classification Approach

As in section 5.1.1 we will evaluate two binary classification models one using all of our

data and the other using rush hour data only. To represent our binary classification as

well as evaluate its accuracy we will create classification tables and examine the (ROC)

Receiver Operating Characteristic.

A classification table is a way of evaluating a binary classification model. The table

represents the four possible outcomes of binary classification. Where P is positive and N

is negative the outcomes can be:
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True Positive: actual value: P - prediction: P.

False Positive: actual value: N - prediction P.

True Negative: actual value: N - prediction N.

False Negative: actual value: P - prediction N.

In our model we will look for accurate values for True Positives indicating the model

has predicted the bus is full and it is full or True Negatives which indicate our model has

predicted the bus is not full and it is not full. The classification table will also be used to

calculate the accuracy of our classifier which will return a value between 0 and 1 where 1

is 100% accurate.

To further evaluate our results we will look at the receiver operating characteristic.

The receiver operating characteristic will show the performance of our binary classification

model by plotting the true positive rate against the false positive rate in a scatter chart.

5.1.6 Binary Classification Results

Beginning with all of our collected data, Table 5.4 shows the classification table. The

table represents the observed outcome i.e. if the bus was actually full or not against the

predicted outcome i.e if the classifier estimated that the bus was full or not.

Full Obs Not Full Obs

Full Predicted 11 4 15

Not Full Predicted 41 311 352

52 315 367

Accuracy 0.211538 0.987302 0.877384

Table 5.4: Classification Table (All Data)

The classification table shows that our classifier can accurately differentiate between a

bus that is full and one that is not. Our Accuracy calculations show that the classifier can
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more accurately determine when a bus is not full when compared to one that is. Overall

our accuracy for this classifier is high enough to be useful in estimating if a bus is full or

not.

Running the same example with only rush hour data we produced the following clas-

sification table:

Full Obs Not Full Obs

Full Predicted 15 5 20

Not Full Predicted 10 92 102

25 97 122

Accuracy 0.6 0.948454 0.877049

Table 5.5: Classification Table (Rush Hour)

Interestingly table 5.5 shows that the accuracy for being able to determine if a bus is

full or not has not changed by much using only the rush hour data. This may be because

the entire data set also contains the rush hour data.

Further analysis of our binary classification models reveal the differences between the

two data sets. Examining the Receiver Operating Characteristic plot chart in figure 5.2

we observe that the rush hour data has a higher sensitivity meaning its values come closer

to (0,1) which is known as perfect classification. In figure 5.2 the X axis represents the

false positive rate while the Y axis represents the true positive rate.
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Figure 5.2: Receiver Operating Characteristic.

The reason for the greater sensitivity in rush hour data is most likely due to the

demographics of passengers during rush hour. We established that the sensitivity is not

simply caused by buses always being full during rush hour because the average occupancy

for our 123 ground truth samples during rush hour is 40 passengers which is well below

the 57 or 75% level that we consider full.

We have included the table used to carry out the logistic regression calculations for our

entire data set in Appendix E which shows how the classification tables were determined.

The receiver operating characteristic analysis is also included in this appendix and includes

calculations for the area under curve (AUC).

5.1.7 Binary Classification Findings

Evaluating the results from our binary classification model we find that it is possible to

estimate if a bus is full or not with close to 88% accuracy. It was also found that including
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the corresponding discoverable Bluetooth device count as another independent variable in

our binary classification model had a negative effect on the accuracy of the overall system

and for that reason it was omitted.

Finding that Bluetooth has a negligible relationship with our observed ground truth

is an important finding because this goes against our initial belief derived from our state

of the art where it was suggested that Bluetooth represents a strong relationship to

population. It is worth noting that some of the studies citing that Bluetooth represents

a portion of the population are up to 6 years old. Bluetooth may not be as widely used

today as it was at the time of those studies, also for security many devices will not stay

in Bluetooth discoverable mode for more than two minutes. From conversations with our

participants appears that it is common practice to disable Bluetooth to prevent it from

using battery.

It would appear that the use of binary classification is a good solution to this problem

as most passengers just want to know if there is a seat available for them, not how many

people are on the bus. For the bus operators they will want to know where and when there

buses are full and empty. Binary classification can be used to answer all of these questions

however I feel that more work is needed with a larger data set to properly evaluate if this

is a problem that can be solved by crowdsensing alone.

5.2 Qualitative Evaluation

In this section we will evaluate our results from a qualitative point of view. First we will

outline what noise we found to exist in our data set, how this occurred and how we dealt

with it as well as any issues that arose as a result. Next we will discuss other factors that

could have influenced our data.

50



5.2.1 Removing Noise From Data Set

Our mobile application continuously scanned for discoverable Bluetooth devices as well as

the number of devices connected to the buses router while the user occasionally updated

the ground truth value. This creates two main sources of noise in the data set. The first

is that it was possible for the application to detect Bluetooth devices that were not on the

bus. For example if the bus was stopped at a busy city centre junction the application

may detect Bluetooth from pedestrians.

To deal with this noise in the data our privacy algorithm could determine how many

devices were in our last scan which makes it easier to identify Bluetooth devices that come

and go quickly by using the timestamp.

While our privacy algorithm, as described in section 3.2.1, is great for protecting

passenger privacy it does prevent us from being able to identify individual hosts in the

data set and this is a problem when trying to remove noisy data. In some instances it

was easy to identify devices that were on the bus and in other cases it was more difficult.

As a solution to this problem we would recommend that our application temporarily

hold detected MAC addresses for the duration of the bus journey rather than just one

scan after they are detected as implemented in our application. This means for each

scan it would be possible to identify devices that were on the bus at any time during the

journey as opposed to devices that were detected in passing. The MAC addresses could

be all removed once the user pressed stop.

Another source of noise in the data was produced by Wi-Fi devices connecting to the

buses router that were not on the bus. For example a pedestrian that has ”Dublin-Bus

Wi-Fi” saved on their device will automatically connect to the bus if they are standing

beside it for any length of time. The same solution suggested for removing noise from the

Bluetooth data will work as a solution to this problem as both the Wi-Fi and Bluetooth

use the same privacy algorithm to protect passenger privacy. However it was much easier

to identify these extra Wi-Fi deivces as noise because usually more than one device would
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connect at a time and this made it easy to identify spikes in the data set that quickly

disappeared.

Noise in the data set is an unavoidable problem but the process to identify and remove

this data could be better. We don’t believe that it had a serious effect on the quality of

our data as it was possible to identify and remove data that did not belong in the data

set. The process of identifying and removing noisy data was time consuming and the

solution to keep mac addresses for the duration of the journey would make this process

much quicker meaning it would be possible to deal with a bigger data set.

5.2.2 Discussion

During the study we observed different ways in which our detected data could be affected.

The most obvious of these is demographics. For instance young children and elderly people

are more unlikely to have a smart than the average person who uses a rush hour bus. If

many seats on the bus are taken by people who don’t have smart phones then they become

more difficult to detect from a corwdsensing point of view.

Another trend that weaken the relationship between Wi-Fi users and passengers is the

prevalence of 3G/4G data. Mobile data is becoming faster, more reliable, and cheaper

meaning people may be less likely to connect to free Wi-Fi provided by bus operators as

it may not be as good as their mobile data connections.

Three out of our five volunteers noted occasions where the Wi-Fi was not working on

board the bus. This study took place over just seven days which suggests this problem

could be quite common. On a bus where Wi-Fi was not working it would be impossible

to make estimates on occupancy using our application.
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5.3 Evaluation Summary

In this chapter we evaluated our data set which was created by a team of five volunteers

who used our application during their commute for seven days each. Analysing this data

we found that there is a relationship between the number of Wi-Fi users and the number

of passengers on board a bus. This relationship becomes stronger during rush hour. We

also found that there is no meaningful relationship between the number of Bluetooth

devices and number of passengers.

Next we created a binary classification model through logistic regression to determine

if our data set could be used to determine if a bus is full or not. We observed that our

classifier was able to accurately predict if a bus was full or not in almost 88% of cases.

While we established that more work could be done to improve the accuracy of our

classifier our findings support our hypothesis that there is a relationship between the

number of Wi-Fi users and passengers on board. Discovering that Bluetooth has no

relationship to the passenger count is a useful contribution as this goes against what was

seen in our State of the Art in Chapter 2.

Finally we discussed how the data collected by our application had noise and how

we dealt with this problem. A solution for dealing with this noise in future work was

presented. We concluded our evaluation chapter by discussing the different ways in which

our findings could be manipulated by demographics for example.
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Chapter 6

Conclusions

In the previous chapter we evaluated the data set that was created by our volunteers

using the crowdsensing application that we implemented and how this data supports our

hypothesis. In this chapter we will summarise our project and our results as well as

discussing future work.

6.1 Project Overview

This project aimed to provide an alternative approach to estimating passenger flow and

occupancy on board buses. Many of the existing solutions to this problem involve in-

stalling hardware on the buses which can be costly to implement and maintain. We

aimed to establish if a relationship could be drawn between Wi-Fi or Bluetooth and the

actual number of passengers on board. Establishing a significantly strong relationship

would allow accurate estimates to be made in real time about bus occupancy through a

crowdsensing application.

In order to test our hypothesis it was necessary to collect data about bus passengers

and the WI-Fi and Bluetooth usage in a bus environment. We designed and implemented

a crowdsensing application that could continuously scan for discoverable Bluetooth de-

vices as well as scanning to count how many devices were connected to the buses router.
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The application also collects the actual passenger count or ground truth. The ground

truth value is updated by the applications user when the bus occupancy changes. Our

application posts the observed data back to a RESTful web service where it can be queried

for processing.

We assembled a small team of volunteers who agreed to use our application during

their commute for a period of one week. These volunteers would activate the application

once on board their bus and do a head count and submit the ground truth values.

Next we created a small web application to help analyse and filter the data collected

by our volunteers. This web application helped to remove any noise from our data set.

Finally we evaluated our data set by first examining if there was any correlation

between our collected Bluetooth and Wi-Fi results and the ground truth samples. Having

found a relationship between Wi-Fi users and our ground truth samples we went on to

develop a binary classification model that could estimate if a bus was full or not based

on the number of Wi-Fi users on board. We found our binary classification model to be

accurate in almost 88% of cases that we tested.

6.2 Contribution

Our project introduces a novel approach to estimating passenger flow and occupancy on

board public transport buses. Our approach is validated through the data we collected

which shows that there is a relationship between the number of Wi-Fi users and the

number of passengers on board a bus. Further to establishing this relationship we find

that there is no meaningful relationship between discoverable Bluetooth and the number

of passengers which could be useful information for anyone considering future work in this

area.

We offer solutions to the problem of maintaining passenger privacy while still being

able to uniquely identify devices. This is a trade off that can make it difficult to filter the

noise from a data set if it is not dealt with.
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Finally we collected GPS and corresponding RSSI data which can be used in future

projects to determine if it is possible to infer the bus route from RSSI which would be a

more energy efficient solution than using GPS.

6.3 Future Work

While this project sets a good foundation for estimating passenger flow and occupancy

through crowdsensing there is still plenty of room for improvement. Initially the idea

behind collecting both Bluetooth and Wi-Fi data was that one could act as validation

metric for the other increasing the accuracy of our classifier.

Future work could be done to introduce another independent variable that would help

validate the Wi-Fi relationship and increase the accuracy of our classifier. Wi-Fi probing

signals are emitted by smart phones that have their Wi-Fi radios turned on. These

probing signals are looking for familiar wireless networks that the device can connect to.

The probing signals contain the sending devices MAC address which makes it possible

to uniquely identify devices for counting purposes. Its possible that there is a strong

relationship between Wi-Fi probing signals and passengers because even when passengers

don’t connect to the Wi-Fi on board the bus but simply use mobile data, their device will

still continuously emit a probing signal.

This project did not look at determining what bus the user was on other than collecting

the route number directly from the user. Future work could look at integrating passenger

occupancy and flow applications with a bus scheduling application creating a powerful

crowdsensing application. This would allow passengers to know when the bus is coming

and if there will be a seat available for them.

Making the application collaborative i.e. if more than one application user is on the

same bus both of the applications can communicate in order to make more accurate

estimations. Collaboration could be used to infer bus occupancy and also what route the

application is on. A collaborative function would help the applications data become more
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reliable as well as more energy efficient as it may be possible to share crowdsensing tasks

between multiple clients on the same bus.

If the application had the ability to differentiate between different modes of transport

such as the bus, train, or a car using its accelerometer it would not be necessary to ask

the user when they get on and off the bus. Future work could include creating this feature

which would make the application much less intrusive for the user.
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Appendix A

Abbreviations

Short Term Expanded Term

RTPI Real Time Passenger Information

GPS Global Positioning System

SDK Software Development Kit

RFID Radio Frequency Identification

NAT Network Address Translation

MAC Media Access Control

RSSI Received Signal Strength Indication

UML Unified Modelling Language

HTTP Hyper Text Transfer Protocol

MoST Mobile Sensing Technology

JSON JavaScript Object Notation

XML Extensible Markup Language

LAC Location Area Code

GSM Global System for Mobile Communications

LTE Long Term Evolution

SQL Structured Query Language

ROC Receiver Operating Characteristic
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Appendix B

JSON Data

The following are examples of JSON strings stored by the application and sent to the web

service.

B.1 Wi-Fi Count

{

”measurements ” :

{

”TotalHostsWi−Fi ” : 7 ,

”NewHostsWi−Fi ”5

} ,

” eventDate ”:”2015−08−01T20 :23 :43 .043+0000” ,

”metadata ” :

{

”PipelineName ” :”WIFI PING” ,

” api−key ” :” xxxxxxxxxxxxxxxxx”

}

}
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B.2 Discoverable Bluetooth Devices Count

{

”measurements ” :

{

” TotalHostsBluetooth ” : 0 ,

”NewHostsBluetooth ” :0

} ,

” eventDate ”:”2015−08−01T20 :23 :38 .038+0000” ,

”metadata ” :

{

”PipelineName ” :”BLUETOOTH” ,

” api−key ” :” xxxxxxxxxxxxxxxxx”

}

}

B.3 Nearby Cellular Data

{

”measurements ” :

{

” rss iTo15813 ”:−63 ,

” rss iTo15430 ”:−85 ,

” rss iTo36364 ”:−77 ,

” rss iTo65535 ”:−93 ,

” rss iTo15767 ”:−91

} ,

” eventDate ”:”2015−08−01T20 :23 :41 .041+0000” ,

”metadata ” :
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{

”PipelineName ” :”CELL” ,

” api−key ” :” xxxxxxxxxxxxxxxxx”

}

}

B.4 GPS Location

{

” e l e v a t i o n ” : 0 ,

” l ong i tude ”:−6.2090056 ,

” l a t i t u d e ” : 53 . 304245 ,

” eventDate ”:”2015−08−01T20 :23 :38 .038+0000” ,

”metadata ” :

{

” api−key ” :” xxxxxxxxxxxxxxxxx ” ,

”PipelineName ” :”LOCATION”

}

}
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Appendix C

Participant Information

C.1 Public Information Leaflet

This is a copy of the information leaflet that is supplied to participants to give to members

of the public that may enquire about the application. The leaflet aims to inform the reader

about what the application is doing and why it is doing it. There is contact information

for the lead researcher as well as a web site address where more information is available.
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Figure C.1: Copy of Information Leaflet Distributed to Participants
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C.2 Participant Information Sheet

This is a copy of the information sheet that participants were given to read before they

signed the consent form. The information sheet outlines what is expected of volunteers

and what they can expect from the study.

C.2.1 Information Sheet for Prospective Participants

Background

Data about passenger usage of public transport is useful for both the passengers and the

companies providing the transport. It is useful for passengers to know how full a bus or

train will be before they board it. Companies providing the transport can use the same

data to plan best use of their resources and minimise congestion which is uncomfortable

for passengers.

Getting this type of passenger data usually involves using hardware which can be

expensive for the bus companies to install and implement across their fleet. The data

collected by this hardware is seldom made available to passengers.

In this study we aim to draw a relationship between bus occupancy and smart phone

activity on board the bus. To do this we have developed an application that observes the

environment on the bus using methods known as participatory and opportunistic sensing.

Participatory sensing describes a system where participants provide some sort of data.

In this study participants will be required to count passengers on board the bus and ob-

serve passenger flow during their journey. This data will input into the mobile application

and will create the ground truth or real data for comparison.

Opportunistic sensing describes a system where data is collected as it becomes available

without any input needed from participants. In this study the mobile application will

detect Wi-Fi, Cell Network, and Bluetooth activity on board the bus and this data will

be used to estimate occupancy and passenger flow.

Once data has been collected from passengers on different bus routes at different
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times we hope to draw a relationship between the ground truth values collected by the

participant and the data collected through opportunistic sensing. If a relationship exists

passenger occupancy and flow can be estimated by observing smart phone activity on

board public transport vehicles.

Procedure

Each participant will have an application installed on their phone and be briefed on how

to use it and remove it. The application will be capable of collecting the following type

of data once the participant is on a bus. Note that the application can only collect data

once activated by the participant on board the bus and can be deactivated at any time

preventing it from collecting further data.

The application collects data from the buses Wi-Fi network. The list of other devices

connected to that network with their details are detected. The application scans for

discoverable Bluetooth devices and temporarily records their details. Location data is

collected from the participants phone. Cellular data is collected from the participants

phone such as signal strength and details of the nearest cellular tower. Details about the

battery of the participants device will also be collected in order to make the app more

efficient.

The MAC addresses of other devices are detected and temporarily used in an algorithm

for the duration of the next scan. MAC addresses are then compared to the previous scan

to count how many new devices or on the bus or how many have left. The count of

current devices and new devices is timestamped and sent to the server anonymously. No

individual participant or passenger will be identified or have personal details transmitted

to the server or stored on any device. No participant or passenger details shall be included

in publications associated with this study.
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Participants

Participants should be aware that their participation in this study is entirely voluntary

and that they are free opt out at any time without reason or penalty. In the event a

participant wants to opt out they may simply remove the application from their phone.

Participants will be shown how to remove the application during their briefing.

The study will take two weeks to complete however participants are not obliged to

participate for the full duration of the study. Participants will only need to contribute

when on board a bus and if they want to do so.

Risks

It is possible that a participant may attract attention while conducting a head count

or using the application on board the bus. Participants will be provided with access

to information material regarding the application/study that may be distributed to the

general public.

This information material is available on the lead researchers website.

https://www.scss.tcd.ie/~brandons/

• An unsigned copy of this consent form and participant information sheet.

• An information leaflet designed to give members of the public an understanding

of what the application and study are aiming to achieve. This information leaflet

contains lead researchers email address to answer any queries.

• A copy of the research project proposal as submitted to the Ethics Committee at

the School of Computer Science & Statistics, Trinity College Dublin.

In addition to the material that will be available online, as mentioned above, each

participant will be provided with:

• 10 hard copies of the information leaflet to distribute to the general public (addi-

tional copies can be made available).
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• 1 hard copy of their signed consent form and participant information leaflet.

• 1 hard copy of the research project proposal.

No part of this application/study is private and no data that could relate to an indi-

vidual person or participant is collected or held on any device. Only publically available

data is detected by the application and there is no monitoring of individuals or their

devices.

Contact information for the lead researcher is clearly marked on the information leaflet.

Participant safety is the highest priority, any participant who feels they have attracted

negative attention should immediately stop the study and contact the lead researcher as

soon as possible.

If a participant is confronted about their actions they should explain to the person what

they are doing and provide them with the information leaflet. If the person is persistent

or asking questions of a technical nature that the participant does not understand the

participant may refer the person to the lead researcher using the contact information

provided.

If a person on the bus objects to having their presence counted the participant should

stop the study on board that bus, demonstrating to the person how the application has

stopped.

If a participant is confronted in an aggressive or threatening manner they should

immediately stop the study and take steps to ensure their own personal safety.

The lead researcher will be contactable by phone at all times during the study. If a

participant feels uncomfortable at any time for any reason during the experiment they

should stop and contact the lead researcher if they have any concerns.
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Appendix D

Security Aspects

This appendix is taken from an assignment given in a Security of Networks & Distributed

Systems module where students are required to write a document outlining security con-

siderations for their dissertations. The following sections have been adapted from this

assignment and were written using the guidelines for writing RFC text on security con-

siderations [33].

Due to the nature of the mobile application we have developed and the reputation that

has developed around privacy and security of participatory sensing we feel it is import to

include security considerations in this work.

D.1 DOS (Denial of Service)

A web service will be implemented for this project, it will be a RESTful web service using

JSON in POST requests. Distributed Denial of Service (DDOS) remains a significant

security risk for web services and web applications alike because they are difficult to

detect and prevent. Unlike traditional DOS attacks DDOS appears like normal traffic

but in higher volumes. It is straight forward for an attacker to use malware on many

machines or networks to generate so many requests to the web service that the service

cannot operate normally.
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Individual peers or clients using the mobile application could also be denied service

if an attacker persistently kills their sessions/connections with the web service or other

clients. In peer to peer environments this is known as targeted DOS. In this case the

attacker would need to be connected to the same network as the victim but this could be

likely if the victim is using the Wi-Fi provided by the bus.

Due to the volume of different types of DOS attack one of the best defences is the

ability to scale ones infrastructure in order to simply absorb attack. This can be achieved

by using services such as Amazon web services or Microsoft Azure which allow users to

snapshot existing server images and use those snapshots to spin up new instances to cope

with the extra demand. However there can be a significant cost associated with this

depending on the scale of the attack.

Unfortunately there is no real protection against denial of service attacks but one can

mitigate the risk of an attack succeeding by implementing a highly scalable architectures

as well as using additional resources such as content distribution networks (CDN) and

edge caching [1].

D.2 Communications Security Issues

Location and bus occupancy data will be posted to the web service as well as shared

between devices in a peer to peer fashion. This creates confidentiality, privacy and au-

thentication issues where a user would rather their location be kept private.

Any HTTP post requests sent across the local network that the user is connected to

could be captured, tampered with, or simply deleted. The HTTP protocol is vulnerable

to both passive and active attacks. An attacker could capture the users data or simply

modify it to maliciously pollute data in the database. These security issues affect data

integrity as well as privacy. For example a replay attack may cause data to be logged

twice by the server, this could have consequences for other users if they get incorrect

occupancy data.

69



Eavesdropping on a HTTP packets in a network is trivial for an attacker. To provide

privacy, data integrity and authentication the SSL/TLS protocol over HTTP should be

used. To protect peer communication a protocol such as (Secure Real-Time Transport

Protocol) should be used.

Where data is exchanged between peers it should also be encrypted to prevent eaves-

dropping. The encryption comes at a cost for this type of application as it may involve

using asymmetric keys which can be time consuming and require both computing power

and randomness to create a sufficient key.

Further problems arise if that key can be sniffed by an attacker on the same network

(Because the user will likely be connected to public Wi-Fi on the bus). If an attacker can

get the key, all messages may as well be transmitted in plain text.

For this particular application we feel that the use of secure protocols such as SSL

is sufficient to protect a users data. No private data is transmitted with the application

however the use of SSL is good practice with web servers as it prevents attackers from

getting hold of clients server tokens.

D.3 Inappropriate Usage

A common security concern with wireless sensor networks is that the sensors can be

tampered with causing the data they report to become polluted or unusable. An attacker

could intentionally modify sensors in their device to pollute data in the system.

One way to mitigate possible data pollution attacks is through the use of API keys

where the offending device can be identified using outlier detection or confidence levels

and then have their key removed so they can no longer contribute.

Some applications have implemented a three strike system where if bad data is detected

from the same client three times they are no longer allowed to provide data. It’s important

to identify bad data quickly and deal with it because if users cannot trust the data

produced by the system they will not use it and this type of application relies on users
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contribution.

D.4 Identity Protection

A user of our mobile application would not want both their Identity and location disclosed

when reporting on bus occupancy. An attacker could hack the data base and reveal users

private information. Hacking the database could be done in many different ways such as

social engineering, brute force, dictionary attack, malware to steal passwords, and so on.

To protect the users Identity results sent between peers and to the web service should

be anonymous by providing each user with unique alphanumeric key rather than using

something that easily identifies the user such as an email or user name. Anonymous data

would be of little use to any attacker however an attack may still take place where an

attacker intends to simply damage or pollute the data base.

One consideration is to only identify users with their API key and no other identifying

data however if an attacker could identify a person’s key then they could proceed to

identify them in other places on the database for example if bob is the only person on a

certain bus at a certain time the attacker could know that the key belonged to bob’s.

While the API key does a sufficient job at protecting the users identity further steps

should be taken to prevent unauthorised access to the database.
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D.5 Man in the Middle Attack

Man in the Middle (MITM) attacks could be carried out between the server and client

or client to client communication. As mentioned in section D.2, SSL/TLS should be

used with this application which will mitigate the risk of successful MITM attacks on the

application.

However, even with protocols such as TLS there are still ways in which attackers can

exploit vulnerabilities in those protocols meaning careful consideration should be given

as to the nature of data exchanged in the application. A risk analysis should be carried

out to assess the risk and impact of leaking of any exchanged data.
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Appendix E

Binary Classification Calculation

Logistic regression calculations were carried out using the ”Real Statistics Resource Pack”

for Microsoft Excel [8]. Fiqure E.1 shows the calculations used to produce the classification

table in Section 5.1.4. Figure E.2 shows receiver operating characteristic data which is

used to plot the chart in section 5.1.5. The true positive and false positive rates are

displayed in this data. The following figures represent data calculated using the entire

data set.
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Figure E.1: Logistic Regression Calculation Data
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Figure E.2: Receiver Operating Characteristic Calculation Data
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