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3.9. ACTIVE SECURITY INFRASTRUCTURE (ASI) 

3.9.1. Overview 

The aim of the Active Security task is to consider security measures for an interactive framework. To 
date Grid security activities have largely focused on prevention mechanisms, i.e., authorization, 
authentication, and secure communications.  This task focuses on the areas of detection (e.g. intrusion 
detection), and reaction, i.e., taking action to prevent, or to recover from, a security incident. 

 

3.9.2. Source code 

Source:  https://savannah.fzk.de/cgi-bin/viewcvs.cgi/?root=jra-asi 

 

3.9.3. Binary Release 

RPMs are currently available for Scientific Linux v3 and v4. 

Security Monitoring   

http://savannah.fzk.de/autobuild/sl3/module-Active-Security.html 

http://savannah.fzk.de/autobuild/sl4/module-Active-Security.html 

Control Engine: 

http://savannah.fzk.de/autobuild/sl3/module-Active-Security-Control-Engine.html 

http://savannah.fzk.de/autobuild/sl4/module-Active-Security-Control-Engine.html 

Alert Analysis: 

http://savannah.fzk.de/autobuild/sl3/module-Active-Security.html 

http://savannah.fzk.de/autobuild/sl4/module-Active-Security.html 

 

3.9.4. Documentation and manuals 

Manuals: http://www.cs.tcd.ie/Stuart.Kenny/index.php?activesecurity 

Brochure: http://www.cs.tcd.ie/Stuart.Kenny/i2g/brochures/i2g-technical-
brochure_active_security.pdf 

 

3.9.5. Release Validation 

Release validation status can be obtained from the validation page: 

http://www.lip.pt/computing/projects/i2g/vrm-inteugrid/results.php 

All components have been submitted for, and have subsequently passed, test and validation. 
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Testing of the Security Monitoring and Alert Analysis components was carried out by Marek Ciglan, 
and a report on this testing can be found here: 
https://wiki.fzk.de/i2g/index.php/I2G_Active_Security_Infrastructure 

 

Control Engine component testing was performed by Lukasz Skital, and this component passed 
validation in November ’07. 

 

3.9.6. Current Architecture and Main Features 

As described in DJRA1.1 the Active Security architecture, see Figure 1, is divided into two layers: 
� Monitoring and control layer 
� Analysis layer 

 

The Relational Grid Monitoring Architecture (R-GMA) (http://hepunx.rl.ac.uk/egee/jra1-uk/) 
developed within the EGEE project provides the communication between the two layers. 

 

 

Figure 1 Active Security Services architecture 

 

3.9.6.1. Monitoring and Control Layer (Site Level) 

The Monitoring and Control layer contains two components: Security Monitoring and the Control 
Engine. The Security Monitoring component is responsible for monitoring the state of security of a 
site, and for reporting detected security events to the Grid Operations Centre. The monitoring is 
performed by standard security tools which have been ‘R-GMA enabled’. The Control Engine 
performs the role of a Policy Decision Point (PDP) at a site. Grid policies, generated by the analysis 
layer form the input to the Control Engine. The Control Engine evaluates requests for guidance, 
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returning a decision based on the applicable Grid policies. This decision can also contain a description 
of any action that should be taken in order to mitigate the risk of a potential security incident. 

 

3.9.6.2. Security Monitoring 

Figure 2 shows the structure of the Security Monitoring component (SM). This component is 
composed of multiple security monitoring tools that have been ‘R-GMA enabled’. By this we mean 
that the tool has been extended to allow any detected security events to be ‘published’ to the R-GMA 
information system. This is done through the use of the R-GMA API, which is available in several 
languages, namely Java, C, Perl and Python.  

 

In order to store events detected by the SM three R-GMA tables have been defined. These are: 
ASIAnalyzer, to store information on the monitoring tool (analyzer) that detected the event; 
ASIAlert, to store information on events detected; ASIService, to store information specific to the 
service that the event was detected for, e.g., port and protocol. The structure of these tables has been 
modelled on the Intrusion Detection Message Exchange Format (IDMEF) standard. This is to allow 
for additional monitoring tools to be easily added to the SM.  

 

In order for the security events detected and published by the SM to be collected at the operations 
centre an R-GMA SecondaryProducer is used. A SecondaryProducer aggregates streams from multiple 
Producers and stores the information into a MySQL database. By running a SecondaryProducer at the 
Operations Centre that queries for the events being published by the SM, events can be aggregated 
from all the grid sites to form a security alert archive that is itself able to be queried via the R-GMA. A 
SecondaryProducer implementation is provided as part of the Alert Analysis component.  

 

 

Figure 2 Security Monitoring 

 

In this release two example tools are used, Snort (http://www.snort.org), an open-source network-
based intrusion detection system, and the Prelude Log Monitoring Lackey (Prelude-LML) for host-
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based intrusion detection through log analysis (https://trac.prelude-ids.org/wiki/PreludeLML). Figure 
3 shows a possible deployment of the SM within a site. Within a typical Grid site the monitored hosts 
would be the worker nodes. The network traffic and log messages would be analyzed on a security 
monitoring host, which could be either a dedicated machine, or an existing resource such as the R-
GMA services host (MON-box). 

 

 

Figure 3 Security Monitoring deployment 

 

 

3.9.6.3. Control Engine 

Figure 4 shows the structure of the Control Engine component (CE). This component is implemented 
as a web service that provides a Policy Decision Point at sites by making use of the Sun XACML 
(eXtensible Access Control Markup Language) implementation (http://sunxacml.sourceforge.net). 
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Figure 4 Control Engine 

 

In order to distribute policies to Control Engines located at each Grid site the policy is published to the 
ASIPolicy R-GMA table. By querying this table the Control Engine automatically receives the policy 
and stores it locally. The Control Engine updates all locally stored policies each time a change is made 
to the ASIPolicy table. The set of locally stored policies are used by the Control Engine when 
answering requests for guidance from service agents installed on nodes to be controlled by Active 
Security. Agents send XACML requests to the Control Engine, which then evaluates the request 
against all applicable policies and returns an XACML response. This response contains a decision, 
either permit or deny, and an optional obligation. This obligation is used to inform the service agent of 
any action that should be taken when enforcing the decision. The Control Engine would be hosted on a 
single node within a Grid site, either a dedicated security monitoring host, which could also contain 
the security monitoring component, or an existing resource such as the R-GMA services host. The 
service agents would be installed on any node over which control is required, typically the worker 
nodes and computing element. 

 

3.9.6.4. Analysis Layer (Operations Level) 

The purpose of the Alert Analysis component is to filter and analyse the alerts contained in the 
security alert archive in order to detect patterns that signify an attempted attack on the Grid 
infrastructure. As a significant number of alerts are generated and logged it is preferable to automate 
this analysis as much as possible. An attack on the Grid infrastructure can be composed of a series of 
steps, where each step follows on from the previous. The Alert Analysis component attempts to join 
alerts into high-level attack scenarios, and if successful, generates a single high-priority Grid-Alert, 
composed from multiple lower-priority alerts.   

 

The Alert Analysis component (AA) has been implemented using the STAT framework 
(http://www.cs.ucsb.edu/~seclab/projects/stat/index.html). STAT is a technique for modelling high-



 

 

 

DJRA1.6 FINAL RELEASE OF NEW GRID MIDDLEWARE 
SERVICES 

  

 

 
i2g-DJRA1.6-v0.9-UAB-
activesecurity_v2.doc 

PUBLIC Page 75 of 89 

 

level descriptions of computer attacks as a series of state changes from an initial secure state to a target 
compromised state. Attack scenarios are described using STATL, a state/transition based attack 
language. Figure 5 shows the structure of the AA. 

 

Figure 5 Alert Analysis component 

 

The AA is composed of the STAT Core and two extension modules, an R-GMA event provider and an 
R-GMA response module. An R-GMA event provider supplies the stream of events by querying R-
GMA for any events published to the ASIAlert table. An IDMEF language extension provided as part 
of the STAT framework is re-used for processing the events received from the R-GMA event provider. 
A suite of initial Grid attack scenarios have been provided. The STAT Core performs the analysis of 
events by matching an incoming stream of events against a set of scenario plugins. The set of available 
scenarios can be easily extended, and it is intended to include additional examples as they are defined. 
The R-GMA response module allows for the publishing of a Grid-Alert to the R-GMA. This occurs 
when an event or series of events matches a scenario defined in one of the available Grid-Attack 
scenario plugins.  

 

 

Figure 6 Grid Policy Consumer 
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A Grid-Alert published by the AA in response to a detected Grid attack can contain an optional 
‘Obligation’ field. This field corresponds to the ‘Obligation’ attribute contained within an XACML 
policy. The AA also contains a Grid policy consumer (see Figure 6), the role of which is to extract the 
obligation field from any generated Grid-Alerts, and to then modify and republish the Grid policy to 
which the obligation applies. It is this act of republishing that triggers the Control Engines to update 
their local copies of the Grid policies. This process is illustrated in Figure 7. 

 

Figure 7 Active Security sequence diagram 

 

3.9.6.5. Known Issues and Limitations 

The main issue to date has been the lack of authorization functionality in R-GMA. This has restricted 
the deployment of the security monitoring tools, as to be fully deployed it must be ensured that only 
authorized users may access (i.e., query from and publish to) the Active Security R-GMA tables. By 
working with the R-GMA developers, the developers of ASI have now implemented an authorization 
mechanism for R-GMA. This has been integrated with the R-GMA code base, and it is hoped that this 
will be made available in the next R-GMA release. This is a major contribution from int.eu.grid to R-
GMA. 
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3.9.7. Performed Tests 

A description of testing carried out on the Active Security Infrastructure deployed on the int.eu.grid 
development testbed can be found here: 

http://www.cs.tcd.ie/Stuart.Kenny/i2g/brochures/i2g-active-security_use_case.pdf 

The purpose of this test was to show how the monitoring and analysis components function together to 
detect an attack across multiple Grid sites. In this case the ‘attack’ was simulated using a simple 
portscan of hosts. 

 

A description of a second use case, which includes all components of the Active Security 
Infrastructure, is given in: 

http://www.cs.tcd.ie/Stuart.Kenny/i2g/brochures/i2g-active-security_use_case_2_v2.pdf 
 


