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Abstract
This paper explores the extent to which intercultural differences in verbal and nonverbal feedback are manifest in text-only commu-
nications. Emoticons are the broad label for nonverbal cues often provided by writers of informal emails and newsgroup postings.
Cross-cultural differences in interpersonal communication have long been reported for face-to-face contact. This paper explores the
transference of those strategies to the visual-only domain of email text. We focus on a sampling of newsgroup discussions of politics and
science in Swedish, German, Italian and English. Analysis of other communication channels suggests that extremes of behavior should
occur for Swedish and Italian. We hypothesized on the basis of that research that Swedish news postings should be well adjusted to pro-
vision of emoticons in the absence of true visual feedback of body language, and that Italian postings should display least adjustment to
the loss of an information channel. The results were surprising in that the number of positive, negative and neutral emoticons relativized
to the total number of postings was not significantly different for Swedish and English. Interesting divergences appeared for German
(twice the positive emoticons as Swedish) and Italian, nearly (twice the negative emoticons as in Swedish). These and other results
are reported in more detail. The results can be interpreted as demonstrating a direct transfer of intercultural differences into informal
electronic communications.
KEYWORDS: emoticons, inter-cultural differences, sentiment analysis

1. Background
Allwood (1985) discusses a range of issues that interact
in inter-cultural communication that can at times lead to
communication breakdown. Interesting about noticing dif-
ferences in communication strategies, inter-culturally, is
that it points out within-culture patterns of communication
and creates questions about whether those patterns persist
across all communication channels, all other things held
equal. Among the many axes of variation, Allwood (1985)
has drawn attention to feedback mechanisms, whether sup-
plied for auditory or visual channels during interpersonal
communication. He notes that in Japanese culture, direct
eye-contact is avoided in a politeness strategy, and that au-
ditory feedback is much more the norm, even when inter-
locutors are together in person. Allwood (1999) notes that
in Swedish, too, auditory feedback is more pervasive than
visual facial feedback.
For a contrast in the other direction, it is common to re-
mark on the status of visual feedback in Italian (cf. Al-
brecht et al. (2002)); one expects an ample supply. How-
ever, the two forms of feedback are not necessarily in-
versely proportional to each other. Cerrato (2003) has com-
pared Swedish and Italian spoken dialogues for auditory
feedback and notes a vast difference in the propensity for
feedback to overlap with a primary contribution of a dialog
partner in the Italian part of the data. This is compatible
with there being longer pauses between utterances in the
Swedish data, in accounting for that difference; however,
because the analysis reported is only of transcripts, there is
no evidence that the increased auditory feedback is not also
accompanied by visual feedback as well.
Pretheoretical ideas (that is, stereotypes) of communica-
tion in various languages leads one to wonder about how

those stereotypes might transfer to alternative communi-
cation modes in which one form or other of the commu-
nication is unavailable. Thus, we here explore a topic
at the intersection of sentiment analysis and inter-cultural
studies. We have decided to examine informal electronic
communication as is constituted by newsgroup interactions.
We have focussed on text-only asynchronous communica-
tions (excluding email, blogs and multi-modal postings).
We explore whether in that category significant differences
emerge in the use of emoticons among within-linguistic
community communicators using Swedish, German, Ital-
ian and English.1 Sometimes, for convenience of expres-
sion, we will talk as if all users posting to, for example, the
.de subnet actually are German, even though it is clear that
this is not the case. A larger caveat is that while we are
referring to emoticons as if they are feedback mechanisms
simpliciter. They can, of course, be used asynchronously to
comment on a bit of text supplied by one’s correspondent,
but they are also used to indicate how one’s own sentence
should be read (perhaps with irony, perhaps as an indication
of humor, etc.) as can facial expressions accompanying ut-
terances. Strictly, these are not instances of feedback on
the words of another, but an interpretation guide for one’s
own statements.2 We are simplifying enormously to antic-
ipate that what happens during in-person communication
(lack of visual feedback leads to increased auditory feed-
back) will have a manifest analogue in a domain that lacks

1To control the data as much as possible, the English sampling
was from the .uk newsgroup hierarchy. More on these details will
emerge in §2., which discusses our methodology.

2A difference between emoticons and visually provided inter-
pretation guides is that communicators have more conscious con-
trol over emoticons than their body language.



in-person visual and auditory feedback altogether; the writ-
ten communication permitted by newsgroups is lacking in
exactly this respect, although emoticons may prove to play
a part in the analogy.
Based on the original observations of Allwood, we antici-
pated that differences in deployment among those linguis-
tic communities would obtain. However, we did not have a
strong a priori intuition about the direction of effect. To the
extent that a hypothesis was articulated, it was that one of
the authors extrapolated from Swedes’ using more verbal
than visual communication in providing feedback during
communication in direct contact: when using a communi-
cation channel devoid of facial or aural monitoring possi-
bilities, they could be more accustomed from the outset to
using verbal cues (even if reading is inherently visual) and
thus perhaps inclined to provide textual renderings of visual
cues as emoticons,3 and perhaps relatively more so than
Italians would. That is, one possibility is that the Swedes
would be accustomed to something like emoticons already,
and that the Italians would be frustrated by the constrain-
ing medium for informal discourse. However, it seemed
equally likely that things could go in a different direction.
The results tend towards the latter prediction.
The divergence from expectations in the electronic medium
may have been easy enough to predict from the fact that
“flame wars” are fairly uniquely confined to email and news
groups, and that people are known to engage in those ver-
bal battles with such vitriol that one may find it difficult to
believe that the author is the same person one shares coffee
breaks with. However, while an e-Swede may be differ-
ent from a Swede in terms of the verbal feedback supplied,
the question explored here is whether e-Swedes differ from
Swedes in as predictable a way as do e-Italians from Ital-
ians, and so on.
We selected Swedish, Italian, English and German as lan-
guages through which to explore the actual state of af-
fairs in informal interaction through newsgroups. This
asynchronous medium is less interactive than internet chat
might be, but it can be at least as interactive as email. We
describe the method for selecting newsgroups in more de-
tail in §2. In the end, the results we present control for those
four languages, and two different sorts of topics (politics
and science). In §3. we detail the data collection and fil-
tering process in greater length. Of particular interest here
is the selection of emoticons to be considered, as discussed
in §3.2.3. We present the results and discuss their poten-
tial implications in §4. Finally, we suggest what looks most
promising as a way to proceed in inter-cultural sentiment
classification using emoticons on the basis of this work,
proposing improved interactivity metrics in §5.

2. Method
We compared the usage of emoticons in terms of rela-
tive frequency in eight newsgroups: for four languages—
English, German, Italian and Swedish—we compared two
newsgroup topics—politics and science—which we think

3Note that the verbal feedback is partial “hmmms” & such, and
not fully verbal reconstructions articulating the content of feed-
back.

are suitably contrastive in nature. The languages were cho-
sen to be plausibly at the extremes of communication using
visual feedback during in-person communication, with En-
glish and German as intermediate control languages. Given
the dominance of English as a language for newsgroup
communications, we chose English as a baseline, thinking
that trends in other languages would be at least partially
influenced by the trends there. We selected newsgroups
whose network hierarchy structure revealed their language
focus (German: .de; Italian: .it; Swedish: .se, .swnet; En-
glish: .uk). Initially we thought we would be able to survey
each of these languages using a broader range of subject
categories spanning Politics, Culture, Science, Computers
and Pets. However, in the end, only Science and Politics
had clearly representative counterparts in each language’s
news hierarchy. We recorded the source within that hierar-
chy of each news posting, but we did not analyze data by
newsgroup at any finer level of granularity than the topic
areas just named, five, reduced to two.
A set of frequently used emoticons was decided upon as
outlined in §3.2.3. We wanted to work with the emoticons
in terms of a three-way classification of them as expressing
positive feedback, negative feedback, or neutral feedback,
irrespective of context. The basic method, then, is to ex-
amine the relative frequency of the various sorts of emoti-
cons as a function of language and subject category to spot
whether there is a significant difference when taking into
account the size and interactivity of the respective news-
groups. That is, we obviously did not want to compare raw
frequency. However, we additionally wanted to know if the
use of emoticons was in any way influenced by degree of in-
teractivity in the postings. Interactivity can be operational-
ized in any number of ways: the ratio of distinct posters in a
newsgroup (which correlates with its outreach) to the total
number of postings; the average number of actual news-
group cross postings per message; the average number of
included messages in postings (this latter figure has to be
relativized to the total number of postings in the area as
there cannot be replies to more messages than there were
in the first place). The final figure is also indicative of the
depth of readership of a newsgroup in that it correlates with
the number of people actually reading each other’s posts
and taking discussion into an involved exchange of ideas.
These metrics are discussed further in §3.3. A few more
interactivity metrics are discussed in §5. It is not possible
in the context of this paper to report on all of the statistics
that are possible to extract from the dataset. The methods
here are clearly oriented towards statistical comparison of
frequency distributions rather than detailed functional anal-
ysis (cf. Allwood and Cerrato (2003)).4

3. Data
3.1. Collection & Preparation
We used two kinds of data: a collection of emoticons (dis-
cussed in §3.2.3.), and a collection of Usenet newsgroup-
postings. The postings were taken from a news-server that

4In §3.2.3., we comment on the problem of false positives in
counting emoticons. At the present time this is a source of noise
that we hope at best to estimate, and perhaps in future work, find
a compelling method to eliminate.



has been archiving Usenet posts (excluding binaries) since
late September 2006 (the HEANET in Ireland). As a result,
we had access to a plethora of topics, but the posts repre-
sent a relatively limited time span. The dates of our final
selection range from September 2006 up to February 2008.

3.2. Treatment of the data
There has been no manipulation during the pre-processing
stage of the Usenet data, except for the automatic exclusion
of messages deemed to be spam by SpamAssassin.5 Within
the remaining hierarchy, postings to subgroups were col-
lected into a single directory for the topic, recording the
original group submission.

3.2.1. Parsing the data
Newsgroup messages consist of two parts, a Header and a
Body. The header contains meta information only, such as
who posted the message, to which group(s) was the mes-
sage posted at what date and time, did the message start a
new thread or was it a reply to other messages, etc6. Each of
the messages not previously classified as spam (see §3.2.)
was parsed once, extracting both Header and Body data,
which was stored in a database (see §3.2.2.).
The data in the body is the actual text that forms a Usenet
post, and from this we counted the number of tokens for
later use, but most importantly, we used a regular expres-
sion to match and count the emoticons in the text. Creating
a regular expression which yielded no false positives but
which did not miss any emoticons in the text at the same
time proved difficult, so we opted for an approach were
we used a regular expression that we allowed to match all
emoticons, but which should not miss any of the emoticons
in a text. This approach yielded a number of false posi-
tives addition to the list of possible emoticons (candidates),
which was subsequently filtered by comparing each emoti-
con candidate to our previously constructed list of emoti-
cons. If it did not occur in that list it was considered a false
positive, and if it did occur we assumed it to be an emoticon
and its occurrence was registered in the database, linked to
the message being analyzed. We believe that this allowed
us to find almost all if not all emoticons in the text, while
the check for previously defined emoticons filtered out false
positives. Given the large number of posts (396187), man-
ually checking for false positives was not possible, and we
are aware that a large number of false positives was stored
in the database this way (see §3.2.3. for details on our ac-
curacy). For example, the emoticons >:-) and :-) are rather
similar. However, when a poster replies to a message, the
message lines beloning to the messages being replied to are
preceded with a > character. This, combined with a poster
placing an emoticon like :-) alone on a line, will lead to
that line being stored in a reply to that message as >:-). So
while the first match was :-), the second time this emoticon
is seen as >:-). Our classification of emoticons in the cat-

5http://spamassassin.apache.org/ — Last veri-
fied March, 2008

6For a detailed, technical description of the structure of Usenet
messages, see the official specification (RFC1036): http://
www.w3.org/Protocols/rfc1036/rfc1036.html —
Last verified March, 2008

egories Positive, Neutral or Negative smoothed out many
if not most of such situations, e.g. >:-) and :-) are both
marked Positive, thus often resulting in the same outcome.

3.2.2. Database
Data was parsed into a MySQL database, rather than be-
ing analyzed in any on-line processing strategy. Our aim
was to gather as much information from the postings while
parsing them only once, and then be able to gather statisti-
cal summaries from the database without going through the
files again. This is useful for repeated exploratory analysis.

3.2.3. Emoticons
We compiled a list of 2,161 unique emoticons, by com-
bining emoticons taken from two web sources.7 To this
list we added three more: “!!!”, “???” and “!?!?”. These
last three represented “grouping” emoticons, aggregating if
strings would be encountered in a message consisting of
three or more consecutive characters being either all excla-
mation marks, or all question marks, or a mixture of those
two characters, respectively.
To allow for classification of emotion in the Usenet mes-
sages later on, the authors classified all emoticons in our
collection by assigning exactly one of three possible labels
to them via a web interface (see Fig. 1). The procedure for
tagging the emoticons was as follows: the interface would
retrieve a hitherto unclassified emoticon from the database,
the user would then tag it as probably representing a pos-
itive, neutral or negative emotion by clicking on POS, ???
or NEG, respectively. The tag “???”, was used both for
emoticons deemed neutral as well as ambiguous by the au-
thors. Submitting this choice would store that label for the
emoticon at hand and then another, still unclassified emoti-
con was be retrieved for tagging. This cycle continued until
there were no unclassified emoticons left. The total set of
emoticons was thus tagged by two authors, but each emoti-
con was tagged only once. 8

Classification of the emoticons into three aggregate classes
is not a straightforward task since there is a strong argu-
ment that if anyone has bothered to type out an emoticon at
all, then it is an indication of positive sentiment in the first
place, even if it is not readily perceptible as a smiling face.9

Separately, there is the issue that some of the non-textual
components of the files constructed out of ASCII charac-
ters are better described as ASCII-art or flourishes than as
emoticons. Examples are provided below.
We did not expect to encounter all emoticons in the
database in our corpus, as some emoticons (e.g. Figure 2)
seem to be meant as ASCII art rather than carriers of emo-
tion only. Since these emoticons could be used as state-

7One source was http://www.gte.us.es/˜chavez/
Ascii/smileys.txt — last verified on March, 2008. The
other was http://www.windweaver.com/emoticon.
htm — last verified on March, 2008. Both sites supplied descrip-
tions as well as the emoticons themselves.

8No comparisons were carried out to check for classification
consistency; however, in post classification debriefing the authors
identified that the same rating strategy was used independently.

9We have classified frowning smiles as negative (see §3.2.3.),
but a frown placed in a location that suggests sympathy is indica-
tive of positive sentiment.



Figure 1: Emoticon Classification Interface

ments of emotion nevertheless, we classified all emoticons
that we had. In the case of emoticons that were tanta-
mount to art or graffiti, we classified them as neutral, even
though their meaning could be seen as ambiguous. In cases
where the emoticon’s sentiment was obvious only from
the accompanying text, it too was rated as neutral. In the
end,the 2,164 emoticons that we recognized were divided
into three groups of 668 positive, 419 negative and 1,077
neutral emoticons. Parsing the postings showed, however,
that only on the order of 100 emoticons were actually used
as such in the corpus.

( ( ()∼∼∼∼∼∼∼ ,=;=;=;=;=;=;=O∼

Figure 2: ASCII Art: Taking a Smoke Break & Centipede.

A problem related to instances of ASCII art is the realized
potential in our data set for false positives. Because we be-
gan with such a large list of emoticons, we were bound to
have a large number of emoticons that were drawn from
symbols actually just used as text delimiters, either auto-
matically imposed by a news reader or inclusion of a thread
of message with quoting text indicators, or through the for-
matting of text by a user which left in a state that had mark-
ing consistent with there being an emoticon, but for which
the marking was not intended as an emoticon. Some exam-
ples of these, and demonstration from the original text that
these would be realized as false positives by an automatic
token seeker is provided below. In (1) and (2) one can see
examples of text sequences that are plausibly construed as
emoticons using > as a particular kind of hairdo, frown or
smile. However, (3) and (4), respectively, show that the
actual occurrences of these were unlikely to have been the
intended emoticon use, where a complicating factor for (1)
is that although it is an example of an emoticon as it oc-
curs in our database, it is shown in (3) as the result of the
concatenation of the > character denoting that this line is
(part of) a text being replied to and the emoticon “:-)”. So
although (1) is a valid emoticon match for (3), the actual
emoticon used was :-). The authors regard cases like these,
too, to be false positives.

(1) >:-)

(2) =>

(3) > Charlie R wrote:

. . .

Politics
Language Avg. TP Avg. FP Accuracy
Swedish 1.6250 0.7500 0.9963
German 1.0909 0.1818 0.9996
Italian 1.7132 0.2353 0.9987

English 1.2063 0.8730 0.9974
Science

Language Avg. TP Avg. FP Accuracy
Swedish 0.3636 2.0000 0.9835
German 1.0870 0.8478 0.9943
Italian 1.3478 0.4348 0.9951

English 1.3529 0.4118 0.9951

Table 1: Average True and False Positives & Accuracy for
400 Random Samples of Postings

>:-) men du får hålla med om att det är någonting sjukt
med dessa

(4) Re: => Bu$h LIED about Rumsfeld - GAVE ELEC-
TIONS to the DEMOCRATS <= thank’s idiot chimp!

Given the scale of the data set even with just two topic areas
and four languages as reported in Table 2, it is impossible to
set about removing false positives classifications from the
counts reported below. However, we can provide an esti-
mate of the False Positive Rate as a measure of error asso-
ciated with the frequencies and averages that we do report.
To do this we randomly sampled 400 messages (approx.
0.1%) from the messages in which our parser (described
in §3.2.1.) found at least one emoticon. The samples were
taken of each of the eight categories and report the average
True Positives (TP), the average False Positives (FP) and
the average of a composite accuracy rate as described in
(Fawcett, 2006). We wanted to use stratified random sam-
pling, but given the large differences in numbers that make
up the largest and the smallest categories, we feared that the
smallest categories would be under represented, or perhaps
not represented at all in a random selection of postings. To
prevent underrepresented categories, our sampling strategy
was to start by randomly selecting 20 samples from each
language, evenly divided over “Politics” and “Science”. In
addition to these 80 samples, 320 more where chosen at
random without language and topic constraints.
The results, ordered by language and topic, are in Table 1,
where the cell-contents indicate the average true and false
positives (TP & FP) and the accuracy(Fawcett, 2006).

3.3. Description of the Data
To give an idea of the size and contents of our corpus, we
present some summarizing statistics. To make comparisons
possible across languages and topic areas, it is necessary
to keep track of the total traffic volume; this is depicted in
Table 2. This is included here in order to provide a picture
of the scale of the data at stake (after spam has been re-
moved), and to demonstrate the uneven balance of postings
across categories. More fine grained descriptive statistics
are provided in §4.1.



It is also useful to have a general image of interactiv-
ity across the categories analyzed, before identifying how
use of emoticons (positive, negative or ambiguous) varies
across those categories. One way to measure interactivity
is in terms of the number of distinct posters responsible for
the postings in the category. Thus, we record, in addition to
the number of postings, the average number of postings per
individual (APPI). See Table 2.

Language Topic Messages APPI ANR
Swedish Politics 18225 23.13 0.2177
Swedish Science 814 5.73 0.1818
Sum: 19039
German Politics 933 3.30 0.1565
German Science 75230 12.72 0.0988
Sum: 76163
Italian Politics 173672 32.94 0.0986
Italian Science 32117 5.97 0.0908
Sum: 205789
English Politics 81635 10.90 0.2107
English Science 13561 10.66 0.1036
Sum: 95196
Overall Sum: 396187

Table 2: Messages per language per topic

Swedish and Italian political discussions appear to involve
the greatest levels of interactivity on this measure. German
political discourse shows the least interactivity and Italian
and Swedish science discussion show quite little. These
comparisons are relative to the English baseline, where in-
teractivity between science and politics turns out equal.
However, this is a coarse grained metric of interactivity as it
does not account for whether posters have read each other’s
texts, only the volume of traffic and posters.
A separate measure of interactivity is in cross postings —
a cross-posting may become visible from one group to an-
other for a reader who reads the second only, and not the
first. Thus, cross-postings have an effect of increasing vis-
ibility of postings. This is not a value that we recorded
in this experiment. We are not at present certain how to
take mere visibility into account in measuring interactiv-
ity. There is a binary distinction for each posting: it is ei-
ther a new posting or a reply. This makes it useful to track
the average number of new postings per poster (which is a
slightly less interactive occupation than replying to an ex-
isting posting) and also the average number of reply post-
ings per poster. This number provides a useful view on
interactivity within a group. The data here, shown in Ta-
ble 3, indicates that there are in general substantially more
postings that are new than there are replies: when the ratio
exceeds the value one, then there is relatively low direct in-
teractivity in terms of posters replying to existing postings.
However, this does not mean that the postings are in com-
plete isolation. Individuals can be reading messages and
sending replies to them without marking them through the
system as replies. Nonetheless, those sorts of replies are
not directly measurable, as again, that sort of interactivity
hinges on greater depth of textual analysis to uncover arti-

Language Subject NewPosts Replies NP/R Ratio
Swedish Politics 11599 6626 1.75
Swedish Science 769 45 17.09
German Politics 580 353 1.64
German Science 45080 30150 1.50
Italian Politics 133592 40080 3.33
Italian Science 20498 11619 1.76
English Politics 60276 21359 2.82
English Science 10515 3046 3.45

Table 3: Ratio of New Postings to Replies

facts of visibility of instigating messages within follow-on
postings that are not replies.
Here, again, Swedish and Italian have markedly different
values for this measure between discussions on politics and
science — within Swedish postings, they differ by about
a factor 10, while in Italian the difference is only nearly a
factor 2. No obvious pattern emerges. If there are patterns,
then they are not detectible with this metric in our dataset
(which could be too small for such discoveries in terms of
comparisons of both languages and topics). Although the
NP/R outlier of 17.09 in Swedish Science postings is re-
markable, this could possibly be due to the small number
of posts in that category, combined with a small number of
enthusiastic thread-starters.
A final measure of interactivity that we address is exam-
ining the average number of messages referred to (ANR)
in any message, as shown in the ANR column in Table 2.
This is operationalized from the message header rather than
from the body of the message: a fully new message can
easily make reference to a message that “someone posted
about a year ago” without it being a reference that is tracked
in the header of the posting by the news-reader.10 The post-
ing references that are recorded in the message header par-
tially indicate an amount of the discussion “thread” at the
point of writing. It is only partial because someone can
reply to a note at any point along in the thread, creating
branches, and users can also interfere with the information
recorded there. Another caveat is that the official protocol11

used by ISP’s to exchange Usenet messages states that “It is
permissible to not include the entire previous ‘References’
line if it is too long. An attempt should be made to include
a reasonable number of backwards references.” We see no
way of knowing how many references have been removed12

by ISP’s without doing a full text analysis, which is beyond
the scope of this experiment.
Thus, the information isn’t a complete picture of thread in-
teractivity, however, it does give some indication of how

10Conversely, a message that is a reply to a posting may be
marked as such in the header, but not include mention of the prior
posting anywhere in the message body.

11For a detailed, technical description of the structure of Usenet
messages, see the official specification (RFC1036): http://
www.w3.org/Protocols/rfc1036/rfc1036.html —
Last verified March, 2008.

12The largest number of references observed in our data was
30.



long conversations on a topic last before new threads are
created. The fact of a thread existing is less rich a notion of
interactivity than an estimate of average thread length for
a group. Longer threads are more interactive because they
often reflect group discussion rather than single individual
comment and reply sequences (although threads can consist
of strictly dialog as well as n-alog).
Table 4 shows the average number of word-level tokens per
posting per language. Again, we do not think it possible
to reliably determine the interactivity between posters by
comparing the average tokens per message to the amount
of added tokens per reply without doing a full text analysis,
because users are free to edit and remove (parts of) the texts
that they reply to. Still, Tables 4, 5 and 6 are provided to
show some differences between posts given their language
and topic in our corpus.
We attempt to provide a broad view on interactivity, so we
comment on the relation between interactivity and emoti-
con use. This is done by reporting on two types of correla-
tions, each based on an interactivity measure discussed pre-
viously. Section 4.4.2. discusses the correlations between
the number of messages referred to in messages (see §3.3.
& Table 2) and the three types of emoticon categories (posi-
tive, negative, & ambiguous), followed by a similar discus-
sion but now based on the correlations between the message
length, measured in tokens13, and the three emoticon types.

Language Avg. Tokens per Message
Swedish 253.84
German 193.70
Italian 166.92
English 275.03

Table 4: Avg. Tokens per Message per Language

Topic Messages Avg. Tokens per Message
Politics 274465 208.51
Science 121722 188.04
Overall Sum: 396187 Overall Avg.: 202.2218

Table 5: Messages & Avg. Tokens per Message per Topic

4. Results & Discussion
4.1. General findings
Swedish, Italian and English do not make significantly dif-
ferent use of emoticons in terms of the percentage of post-
ings with them, as Table 7 shows. German had relatively
more postings with emoticons than the other languages.
Among the postings that had emoticons in them, Table 8
shows the average number of emoticons per posting, as well
as the standard deviation. A factor that would interact with

13We use the term “token” for sequences of letters of the alpha-
bet individuated by spaces, line termini, or punctuation. Emoti-
cons were not considered to be tokens.

Language Topic Avg. Tokens per Message
Swedish Politics 249.34
Swedish Science 354.44
German Politics 270.99
German Science 192.74
Italian Politics 163.80
Italian Science 183.81
English Politics 293.80
English Science 162.03

Table 6: Avg. Tokens per Message per Language per Topic

Language Emoticons No Emoticons % With
Swedish 4064 14975 21.3%
German 21294 54869 28.0%
Italian 46931 158858 22.8%
English 18327 75869 19.5%

Table 7: Number of Postings With and Without Emoticons

the number of possible emoticons per posting is the aver-
age message length.14 The standard deviations reported in
Table 9 demonstrate that the data is skewed on this mea-
sure. Several of the emoticons we have observed may have
been counted in the other posts of that thread. As messages
can include entire posting histories, longer messages with
many messages included from a thread of communication
are more likely to contain emoticons than shorter ones. Ta-
ble 10 shows the averages and standard deviations in terms
of tokens per message with all postings, so including mes-
sages without Emoticons.
As message length is comprised of two variables, one being
how much an individual adds to the length of a message,
and the other how many (parts of) messages on average are
included in replies, it is hard to draw conclusions in terms
of interaction from these figures.

4.2. Differences Per Language
Table 11 shows that just under half the emoticons used by
the Swedish writers were externally classified as positive,
while exactly half of the Italian emoticons were negative.
The remainder of the Swedish texts were evenly split be-
tween negative and ambiguous categorizations, while two
thirds of the remainder for the Italian writers were posi-
tive, and only 16% ambiguous. The German data patterned
roughly with the Swedish data: a preponderance of pos-
itive emoticons (65% of those used), with the remainder
essentially evenly split between negative an neutral. The
English texts showed the same trend but with only 40% of
the emoticons being positive.
The results in Table 12 show that the number of positive,
negative and neutral emoticons relativized to total num-
ber of postings was not significantly different for Swedish
and English. Interesting divergences appeared for German,
where there are twice the ratio of positive emoticons to

14We found no convincing correlations between use of emoti-
cons (positive, negative or neutral) and message length, cf. §4.4.2.



Language Average St. Dev. (σ)
Swedish 1.5182 2.9755
German 1.5061 1.5899
Italian 1.5563 1.5563
English 1.6548 1.6548

Table 8: Frequency of Emoticons per Posting with at Least
One Emoticon

Language Average St. Dev. (σ)
Swedish 354.2 630.4
German 279.2 1332.6
Italian 338.7 751.2
English 538.7 1513.9

Table 9: Average Tokens per Message with at Least One
Emoticon

postings as in Swedish and Italian, while the ratio of nega-
tive emoticons per posting is twice that of Swedish.

4.3. Differences Per Topic
Analyzing the differences by topic reveals that many of
the within language differences may have explanations that
hinge less on inter-cultural differences in comment and
feedback mechanisms. Table 13 and Table 14 illustrate this.
Over half of the emoticons used in science discussions in
Italian are positive, but a greater majority of the emoticons
used in politics discussions are negative. In the case of sci-
ence, the remainder is evenly split, and in the case of Italian,
two-thirds is positive and the final portion is ambiguous. In
German, politics is more or less evenly divided across the
categories, but in science, the emoticons are 65% positive.
The English pattern is much the same as the German pat-
tern. The Swedish pattern for science is overwhelmingly
(67%) towards ambiguous emoticons, with a roughly even
split between positive and negative for the remainder; how-
ever, for politics the Swedish emoticons are just under half
(48%) positive, with the remainder evenly split. These mea-
sures are all based on the distribution of positive negative
and ambiguous emoticons among the emoticons actually
used. It remains to consider those distributions relative to
the number of postings in each category: Tables 15 and 16
are the counterparts of Tables 13 and 14 but are derived
from the data summarized in Table 12 rather then Table
11. If the tables are compared per topic, we can see that
they show the same patterns, and the differences seem to
be in scale only, although the scales do differ a bit between
groups. The rows displaying the data for English show the
only remarkable difference between the topics.

4.4. Differences Per Levels of Interactivity
4.4.1. Number of Posters
Table 2 indicated by language and topic area what the av-
erage number of postings per news poster is. This supplied
one metric of activity within a newsgroup. The higher the
average, the more involved the posters are. The Italians
(32.94 messages per poster) and Swedes (23.13 messages

Language Average St. Dev. (σ)
Swedish 226.6 408.0
German 184.2 724.5
Italian 262.3 436.9
English 307.5 794.5

Table 10: Average Tokens per Message Overall

Language Positive Negative Ambiguous
Swedish 0.46 0.27 0.27
German 0.65 0.16 0.19
Italian 0.34 0.50 0.16
English 0.40 0.30 0.30

Table 11: Ratio of Emoticon Type to Total Emoticons, by
Language

per poster (mpp)) were most active in discussing politics.
The English had the same average number of postings in
politics and in science (just under 11 mpp). Separately,
we have shown the use of positive, negative, and ambigu-
ous emoticons by language and subject area. The Germans
were least active in posting on politics (3.30 mpp). Re-
call that the German and English use of emoticons in poli-
tics was balanced across the three categories. Swedish and
Italian both demonstrated high activity in politics, and the
Swedish postings tended towards positive emoticons (48%
of them), while the Italian postings tended towards negative
(57%). This seems to represent a bona fide inter-cultural
difference in emoticon use in political discussion.
In scientific newsgroups there was not a significant differ-
ence in average postings per person betwen the English
(10.66) and the Germans (12.72), although the German
rate indicated the highest level of activity. Recall that the
German also exhibited the largest proportion of positive
emoticon use (65%) in this category, and English followed
closely behind (60%). The main difference between Ger-
man and English was that the remainder for English fo-
cused on negative emoticons at twice the rate of ambiguous
ones (26% to 14%) while the german data was more evenly
balanced (16% to 19%). Italians (5.97 mpp) and Swedes
(5.73 mpp) had the least activity in this subject area, but a
comparable amount. Again there was a stark difference.
Here, the Italian emoticons were more than half (53%)
positive and the remainder closely split between negative
(25%) and ambiguous (22%), while Swedish emoticons
were mostly ambiguous (67%), with the remainder closely
divided between positive (14%) and negative (19%). The
generalization appears to be that the German and English
postings are about the same in their use of emoticons, while
Swedish and Italian postings differ sharply. Italian postings
exhibit distinctively positive emoticon distributions for sci-
entific discussion and negative emoticon distributions for
political discussions. Swedish postings tend towards the
positive in political discussions, but tend to be overwhelm-
ingly more ambiguous in scientific discussions. All of these
considerations, of course, are relativized to the particular



Language Positive Negative Ambiguous
Swedish 0.18 0.11 0.10
German 0.36 0.09 0.10
Italian 0.15 0.22 0.07
English 0.16 0.12 0.12

Table 12: Ratio of Emoticon Type to Total Postings, Rela-
tivized to Total Postings, by Language

Science
Language Positive Negative Ambiguous
Swedish 0.14 0.19 0.67
German 0.65 0.16 0.19
Italian 0.53 0.25 0.22
English 0.60 0.26 0.14

Table 13: Ratio of Emoticon Type to Total Emoticons, by
Language, for Science

corpus that we tested on. One can imagine that politics is
sensitive to the temporal span of testing, in any case. The
question is how the findings here would transfer to other
temporal spans, or if this one contained unique features that
would spark positive feelings in Sweden and negative ones
in Italy, and such that the results are not transferable.

4.4.2. Exchange Length
Our final measurements were aimed at identifying correla-
tions between interactivity and the use of emoticons. Here
we consider two different ways of measuring levels of inter-
activity and consider the correlation between overall emoti-
con use and the interactivity measures. We show first the re-
lation between each, and overall emoticon use and the use
of emoticons within each of the three levels of polarity. We
then show the correlation between the two measures of in-
teractivity in terms of length of exchange, measures which
prove to be independent.
Because emoticons were not counted as tokens (see §3.2.1.
and Tables 8 & 9), the message length in tokens and the
number of references in messages were both treated as in-
dependent variables with respect to the emoticon counts.
The correlation between message length as measured by
token count and total use of emoticons was 0.090, (p <
0.0001, two-tailed). The correlation between the number
of positive emoticons (N = 50017) in a message and the
message length was 0.093 (p < 0.0001, two-tailed). For
the negative emoticons (N = 39753) there also is a very
weak correlation, r = 0.078, between message length and
emoticon count, but still significantly so (p < 0.0001,
two-tailed). The strongest correlation (r = 0.151), a
very weak positive correlation, can be reported for neutral
emoticons (N = 11808) when paired with message length
(p < 0.0001, two-tailed). Thus, message length has no
overall correlation with emoticon use, but a weakly posi-
tive correlation with use of neutral emoticons.
Using the other index of interactivity, the number of refer-
ences to other messages retained in a posting’s header, we
found an insignificant (p < 0.1346, two-sided) marginally

Politics
Language Positive Negative Ambiguous
Swedish 0.48 0.28 0.24
German 0.34 0.34 0.31
Italian 0.28 0.57 0.15
English 0.37 0.31 0.32

Table 14: Ratio of Emoticon Type to Total Emoticons, by
Language, for Politics

Science
Language Positive Negative Ambiguous
Swedish 0.08 0.12 0.40
German 0.36 0.09 0.10
Italian 0.33 0.16 0.14
English 0.17 0.07 0.04

Table 15: Ratio of Emoticon Type to Total Postings, by
Language, for Science

negative correlation with overall use of emoticons (r =
−0.004). Within that, for the number of positive emoti-
cons and the number of messages referred to we found
r = 0.075, a marginally positive correlation. Use of
negative emoticons had a negligible negative correlation
(r = −0.009) with number of references that did not
reach significance (p < 0.031, two-tailed). Finally, neu-
tral emoticons had a similar correlation with the number of
references, but with even less significance (r = −0.004,
p < 0.3468, two-tailed). On this measure of interactivity,
as well, there is essentially zero correlation between emoti-
con use and interactivity.
The two measures of interactivity are overall message
length as determined by the number of alphabetic tokens
(that is, exclusive of emoticons), and the number of prior
messages referred to in the posting headers. The correla-
tion between these two variables was 0.008 (p < 0.0070
two-tailed). The significant lack of correlation suggests
that these two variables are independent, and thus cannot
stand proxy for each other as indices of interactivity. We
conclude that there is no correlation of interest in the com-
parisions we made, and therefore that emoticon use is not
a suitable indicator for interactivity given either of these
independent metrics. It remains to examine the actual pat-
terns of interaction more explicitly to determine if a sub-
stantial relationship exists there. However, if the results for
these two independent metrics of interactivity transfer, then
one might be inclined to conclude that emoticon use does
not increase as a function of interactivity in communica-
tion, except for the use of neutral emoticons where there is
a weak positive correlation with length of contribution in
this style of electronic communication.

5. Conclusions & Further Work
This paper represents a small contribution to research in-
volving emoticons. Much other work uses emoticons
to classify overall sentiment of documents (Read, 2005;



Politics
Language Positive Negative Ambiguous
Swedish 0.18 0.11 0.09
German 0.12 0.12 0.11
Italian 0.11 0.23 0.06
English 0.15 0.13 0.13

Table 16: Ratio of Emoticon Type to Total Postings, by
Language, for Politics

Suzuki et al., 2006; Neviarouskaya et al., 2007) or to asso-
ciate emoticons with words in texts (Nicolov et al., 2008).
The work reported here are our initial experiments in at-
tempting to analyze inter-cultural differences in emoticon
use. Clearly, this is just the tip of the iceberg in analyz-
ing inter-cultural differences in expressing sentiment using
emoticons in on-line asynchronous communication.

Other forms of sentiment would also be very interesting to
monitor, such as lexicalized and idiomatic politeness mark-
ers, cross-linguistically. We have seen that a major pitfall
that such research faces is in properly aligning newsgroups
across languages into the same topical domain.

To increase the accuracy when reporting results of research
like this, more work on the analysis of interactivity needs
to be carried out. We are thinking along the lines of token
count variance in threads, as that could indicate how much
new tokens are added and cited with each reply, but we
are also considering a method tailored to individual posters
where we analyze how often a poster starts a new thread
(not interaction yet, but a necessary first step), how often
on average a poster replies to treads in which he has not
yet participated (moderate interaction). Also, it could be
interesting to include time stamp analyses of posts to get a
measure of interactivity; less time between posts could in-
dicate a more lively debate. A final measure could perhaps
make use of data on how often average posters actively en-
gage in discourse by replying more than once to the same
thread, possibly taking into account who take part in the
discussions; this is based on the thought that multiple in-
teractions with the same people can be more social than
multiple brushes with new individuals all the time.

The authors would like to add to the methods used to an-
alyze postings more accurate parsing methods, allowing
at least for the separate parsing of the parts of the mes-
sage(s) that form cited parts of postings versus the added
response(s) by a poster. It will probably prove very diffi-
cult to keep track of the origins of the lines forming a cition
from previous messages, since even with access to a com-
plete collection of postings, there is always the added dif-
ficulty that individual users could have edited “cited” lines,
making the tracing and recognition proces inaccurate and
time consuming.

A different avenue potentially worth pursuing, related to
interactivity but explicitly acknowledging external influ-
ences, could take the shape of a cross cultural comparison
of responses to, for instance, current events made available
by (online) news sources.
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